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ABSTRACT

Environmental sounds have been little studied in comparison to the other main

classes of naturally-occurring sounds, speech and music.  This dissertation describes a

systematic investigation into  the acoustic factors involved in the identification of a

representative set of 70 environmental sounds.

The importance of various spectral regions for identification was assessed by

testing the identification of octave-width bandpass-filtered environmental sounds on

trained listeners.  The six filter center frequencies ranged from 212 to 6788 Hz.  The

poorest identifiability was in the lowest filter band, at 31% correct, whereas in the four

highest filters performance was consistently between 70-80% correct (chance was 1.4%).

The contribution of temporal information to the identifiability of these sounds was

estimated by using 1-Channel Event-Modulated Noises (EMN) which have the amplitude

envelopes of the environmental sounds used, but nearly uniform spectra.  Six-Channel

EMN which contained some coarse-grained spectral information were also utilized.  The

identification of both sets of EMN was tested on both experienced and naive listeners. 

With the 1-Channel EMN, Naive listeners performed poorly, only achieving 22% correct,

whereas Experienced listeners fared much better, at 46% correct.  Naive listeners

recognized the 6-Channel EMN much more easily than the 1-Channel, reaching 54%

correct.  The sounds that were well recognized across all conditions generally had a

distinct temporal envelope and few or no salient spectral features.

Some acoustic properties seemed to predict the EMN data fairly well. 

Combinations of several temporally-and spectrally-based variables accounted for 60% of
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the variance for the Experienced listeners with 1-Channel EMN, 39% of the variance for

the Naive listeners with 1-Channel EMN, and 50% of the variance for Naive listeners

with 6-Channel EMN.  The variables that were common across the three solutions

represented acoustic features such as bursts in the amplitude envelope, movement of the

spectral centroid and periodicity.  

These findings indicate that environmental sounds are similar to speech in

spectral-temporal complexity, robustness to signal degradation, and in the acoustic cues

utilized by listeners.
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INTRODUCTION

“Everywhere we are, we are surrounded by noise.  When we ignore it,
it annoys us.  When we listen to it, we find it fascinating.” - John Cage

For the past five years, the author has been listening to what Cage was referring to

as ‘noise’: the collection of background sounds in our environment, such as dogs barking,

cars starting, sneezes and electric saws.  He has been investigating the perception of

complex, familiar, naturally occurring non-speech sounds, which as a class have been

variously labeled ‘common sounds’, ‘familiar sounds’, ‘everyday sounds’, ‘naturalistic

sounds’, but most often, ‘environmental sounds.’   This class of sounds has been little

studied, for reasons discussed below.  However, these sounds are fascinating, because

they can reveal much about how we hear in the world and there is still so much to be

learned about them.  This dissertation describes human listeners’ abilities to identify a

representative set of environmental sounds under a range of listening conditions.  Various

models have been applied in an effort to account for the results.  The goal has been to

isolate acoustic factors that are important in identifying environmental sounds and which

may indicate some ways we listen to the world.

I. ‘Why Environmental Sounds?’

Learning how we listen to sounds in the world poses several problems.  First,

there is the problem of what we listen to.  There is little dispute that the most important

auditory ‘event’ in our daily lives is speech.  After that is music, at least as reflected in

the volume of research on the subject.  Then ‘everything else,’ much of which is regarded

as, at worst, unwanted noise or, more objectively, ambient sound.  A little experiment

demonstrates this: a search on Psychinfo for references to ‘speech perception’ yielded
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1When the author lived in New York City, he learned to identify approaching subway
trains by their sound, so he knew if he had to run for one or not.

5114 citations.  A search on  ‘music perception’ yielded 673 citations.  ‘Environmental

sound perception’ and ‘everyday sound perception’ both produced one citation, whereas

‘familiar sound perception’, ‘common sound perception’ and ‘naturalistic sound

perception’ all returned no citations.  Despite the reduced emphasis in modern times on

listening to sounds other than speech or music, humans retain the ability to identify a

wide range of sounds, and can still make subtle discriminations among sounds that have

particular importance1.

 Are these three main types of sounds sufficiently different to warrant the

distinctions between them?  Almost all people would claim to know what speech is and

many would claim to know what music is, even if they could not give a formal definition

of either. Speech almost always refers to sounds that are either produced by the human

vocal tract or are imitative of the human vocal tract, and which have linguistic content. 

Music is a lot more difficult to describe, and one of the stereotypical complaints about

emerging musical genres is “that’s not music.”   The guitarist Robert Fripp said, “Music

is quality organized in sound.”   With some reflection that makes sense: music is

structured sound, organized (necessarily by humans) to convey some aesthetic intent.  In

neither speech nor music is identification of the source of the sound a primary concern. 

Conversely, environmental sounds, lacking a linguistic or aesthetic structure, are listened

to largely for the purpose of identifying the source of the sound -- “whether it is

something that you can eat, or something that can eat you” as Lloyd Jeffress said (quoted

in Watson & Kidd, 1997).
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2One such musician, Spike Jones, said “if you’re going to replace a C# with an explosion, it better be a C#
explosion, or the whole effect is ruined”

Of course the distinctions between the classes are not clear-cut;  the same sounds

can be listened to in different ways, depending on expectations.  Remez et al. (1991) used

as stimuli sine-wave speech, which can be interpreted either as speech or ‘whistle-like

sounds.’  When subjects were told to listen to the stimuli as non-speech sounds, they

could not identify them as speech, but when told to hear the sounds as speech, they could

often transcribe a number of the words in the sentence.  There are numerous examples of

musicians employing speech and environmental sounds as music2, including a good

number of hip-hop artists and avant-garde composers.  The boundary between

environmental sounds and speech is also somewhat vague: there are examples, like a

baby crying, that can be taken as proto-speech, and numerous non-human sound sources

have communicative functions (sirens, whistles, car horns).

Despite the lack of absolute boundaries, there are many who believe that these

classes of sounds are somehow qualitatively different from each other.   It seems clear

that the ability to recognize sound sources in the evolved earlier than speech perception

or music appreciation.  The mammalian ear has had the same morphology since before

the evolution of primates, and it is likely that without the ability to hear predators or prey,

mammals would not have survived.  Some theorists  have suggested that the ability to

recognize environmental sounds fed into the ability to understand speech, that there was a

progression from ‘sounds’ to ‘meaningful sounds’ to ‘symbols’ (Pribram, 1976; Studdert-

Kennedy 1998).  

For the two most studied classes of naturally occurring sounds, speech and music,
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in the course of research there have been developed a large number of theories about how

they are processed in unique ways by the brain.  "Speech is special" is nearly a mantra in

the speech science community, based on assumed special anatomical parts of the brain

involved in speech processing (e.g., Broca’s region), in hypothesized functional modules

(Chomsky’s LAD), and in psychophysical peculiarities argued to be unique to speech

waveforms (categorical perception (Repp, 1984); the ability to perceive highpass and

lowpass filtered speech equally well (French and Steinberg, 1947); the relative right ear

advantage for some speech sounds (Lauter, 1983)).

Theories about the ‘special’ nature of  music cite the innateness of pitch

perception (Dowling, 1982), preferred rhythms (Fraisse, 1963), the emotional effects of

different scales (Hevner, 1936), and, as far back as Helmholtz (1877), the tendency to

hear musical notes rather than the partials that comprise them.  There are also the

presumed ‘special ears’ of musicians, which although not anatomically different, are said

to be more efficient processors than normal ears–it is often mentioned that the pianist

Glenn Gould could attend to  multiple streams of dialog simultaneously.

Additional evidence for specialization in the brain comes from

neurophysiological data.  Peretz (1993) cited lesion studies in which stroke patients who

had lost the ability to perceive speech could still recognize environmental sounds (and

vice versa) to support the claim that speech perception and environmental sound

perception are separable in the brain.  A similar dissociation between speech and music

has often been found (the term amusica is the music analog of agnosia); the third

dissociation, between music and environmental sounds, has been rarely reported,
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possibly because researchers have seldom been looking for it.  

So it would be little surprise if some were to conclude, after extensive study of the

perception of environmental sounds that our auditory systems have other ‘special’

properties for dealing with them, especially for the sounds made by large things that

might eat us/small things that we might eat, or perhaps dedicated ‘modules’ for sounds of

special importance, such as a crying baby.  However, the goals of the different auditory

tasks are so dissimilar that skills in one area may not be readily transferable to another. 

A crude analogy; Michael Jordan, perhaps the most gifted basketball player ever, could

not hit a baseball as well as an average minor-league player.  But no one proposes that

there are ‘baseball’ and ‘basketball’ modules in the brain.  The case of Michael Jordan

also points out the difficulty of distinguishing between exceptional abilities and

exceptional training and practice–he did not even make his high school basketball team.

The emphasis on identifying the source of a sound as opposed to the semantic or

expressive value of the sound itself may result in different ways of listening to

environmental sounds, as opposed to speech or music.  Certainly, experimental results

such as those of Remez et al. show that how we listen to sounds is partially a function of

what we expect the sound to be.   If the goal is to identify the source of  a particular

sound, the listener may have to focus on short-term spectral-temporal properties (to

identify it as rapidly as possible) as opposed to tracking over an extended period of time,

which is required to extract the ‘message’ conveyed by speech or music.  Since the

variety of sources in the environment is not as limited as in speech or music (see Table I-

1), the listener cannot direct attention to a particular bandwidth or modulation rate, and
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there are far fewer restrictions on ‘lawful’ sequences of sounds.  As a result the listener,

not having many obvious constraints to help focus listening, would have to learn some

system of organization of the sounds.  Some possible organizations or taxonomies of

environmental sounds are discussed in Chapter 2.

Although it is not proven that speech, music and environmental sounds are

mutually exclusive in terms of neural processing, functionally they  separate.  However,

there is still a problem of terminology.  ‘Speech’ and ‘music’ are established, familiar

terms, but ‘environmental sounds’, as mentioned earlier, is just one of a number of names

that are sometimes used for naturally occurring non-speech non-music sounds.  Although

‘environmental sounds’ is the most common term, it suffers (as do all the others) from

several problems.  The word ‘environmental’ can certainly refer to speech and music as

well as ‘everything else’, since those too occur in the ‘environment.’  ‘Sound’ does not

differentiate between the ‘available’ acoustic energy and the ‘effective’ energy in the

senses that Gibson (1979) used those terms.  ‘Effective energy’ is the energy that is

informative, which is usually a small percentage of the ‘available energy’ (the

suprathreshold energy that impinges on the ear drum). 

Various other terms have been suggested for what Hirsh and Watson (1996)

called “the referent of an auditory percept.”  Handel (1989) and Julesz and Hirsh (1972)

used the phrase ‘auditory events’ (Handel used that phrase in his book title).  Moore

(1989) and Yost and Sheft (1993) preferred to say that we perceive ‘auditory objects’,

although in an earlier paper, Yost (1991) and Patterson et al. (1992) called the percepts

‘auditory images.’  Hartmann (1988) proposed ‘auditory entities.’  Strictly speaking all of
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these terms are somewhat subjective, because there are no physically defined auditory

‘events’ or ‘objects’, there are only patterns of auditory stimulation, as noted by Gibson

(1979).  This problematic terminology may be a result of the desire to refer to the

auditory experience, which is not a unitary percept, but rather consists of separable

‘streams’, as well as to the physical sources of the sound waves that elicit the auditory

experience. 

There are numerous theoretical philosophical issues involved in the choice of

language to discuss this matter.  For purposes of this dissertation the following terms will

have the following meanings:

‘Environmental sounds’ will be used to describe the naturally occurring, non-

speech, non-music sounds that are the focus of these studies.  Although there are

problems with this convention, it is inclusive of all the sounds that are of interest here,

and the exclusion of speech and music is consistent with a great deal of current usage. 

‘Sound sources’ refers to the object or objects from which sounds emanate.  ‘Events’ are

considered to be things done by or to sources that may yield propagated acoustic

waveforms.  

In this schema, events may have closely associated sounds, and it is this close

coupling between sound and event that enables a listener to identify an event or a source,

which gives meaning to environmental sounds and makes them worthy of study.  Because

environmental sounds have meaning (i.e., relevance to listeners), there are necessarily

higher-level, cognitive factors, in addition to acoustic features, involved in their

identification. And of course, there may be quite a bit of covariance between the acoustic
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and semantic factors.  Sounds which may indicate, say, a tiger or lion approaching its

prey would tend to be similar, because they would be produced by similar sources (large

creatures) engaged in similar activities (stalking through foliage).

Table I-1 lists some of structural features of environmental sounds, speech and

music, and points out the difficulties involved in conducting research on environmental

sounds.  Unlike speech (and to a lesser extent, music) most of the basic information is

simply not known.

Some reasons for this can be found in the history of auditory research, which can

be thought of as having two major threads: one centered on the psychophysics of auditory

perception, and the other focused on speech (and a third, minor thread focused on

musical perception).  This is reflected in the technical division of the ASA, with the

largest group in Perception & Psychophysics, the next largest in speech, and a very small

one in music.  Speech research was driven by the great practical importance of

understanding speech perception; the psychophysical research investigated issues of

theoretical importance in terms of understanding the auditory system.  

For over one hundred years the psychophysically-oriented investigators have been

systematically manipulating acoustic parameters, some simple (frequency, intensity) and

some more complex (rate and depth of modulation), with the aim of determining the

sensitivity of the auditory system and its resolving power for changes in these

parameters.  The stimuli were largely artificial sounds such as pure tones, clicks and

noise bursts 
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Units of Analysis Possible Sources
Speech Phonemes Finite: Human vocal tract
Music Notes Finite: Instruments (so crafted or

designated)
Environmental
Sounds

?Events? Poss. Infinite: any naturally-occurring
sound-producing event

Spectral Temporal
Structure Structure

Speech Largely harmonic (vowels,
voiced consonants); tend to
group in formants.  Some
inharmonic (stops,
fricatives)

Short (40 ms - 200 ms).  More steady-
state than dynamic.  Timing constrained
but variable.  Amplitude modulation
rate for sentences is slow (~ 4 Hz)

Music Largely harmonic, some
inharmonic (percussion)

Longer:  600-1200 ms (Fraisse, 1956))
Mix of steady-state (strings, winds), and
transient (percussion). Strong
periodicity

Environmental
Sounds

Proportion of harmonic vs
inharmonic not known,
although both exist

Longer (500 ms - 3s).  Proportion of
steady-state to dynamic not known.
Variable periodicity

Syntatic/Semantic
Structure

Speech Symbolic, productive, can be combined in grammar

Music Symbolic?, productive, combined in a grammar
Environmental
Sounds

Nomic, not productive, no known grammar, although meaningful
sequences  exist.

Table I-1. Structural features of speech, music and environmental sounds

 whose acoustic properties (e.g., frequency, power, duration) could be easily

manipulated. 

In the past two or three decades more attention has been focused on ‘complex

sounds,’ which can refer to, among other things, tonal sequences (Watson, 1987), sounds

with complex spectra, such as profiles and rippled noises (Green, 1988; Yost & Moore,

1987), and, sounds that change over time (e.g., co-modulated sounds; Hall et al., 1984).  
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Although these sounds are more similar to the kinds of auditory events experienced in

day-to-day living than were sinusoids or clicks, the demands of psychophysics generally

required that their spectral-temporal makeup be parametrically manipulable, and so they

were still far simpler than most naturally-occurring sounds.  

As the complexity of the sounds under study increased, investigators encountered

many results that were not predictable from earlier studies of the simple sounds into

which complex sounds can be decomposed.  For example, stimulus uncertainty, which

has a negligible effect (1-2 dB) on the detection of pure tones (Harris, 1951; Green &

Swets, 1966) can have a very large effect (40-50 dB) on the detection of a single tone in a

tonal sequence (Watson et al., 1976), effects which persist even after prolonged training. 

Moreover, large individual differences in discrimination performance are found as the

complexity of the sounds increases; in the introduction to his book Profile Analysis,

Green (1988) mentions that half the subjects in profile experiments are turned away

because they simply can’t perform the task.  It seems that the more complex the sound,

the more performance is limited by central factors, such as memory and attentional

capacity (Watson & Foyle, 1985).

In another, sometimes quite separate, division of auditory research were the

speech investigators, who had always been concerned with sounds of extreme

complexity.  The meaningful dimensions for speech perception were obviously not ones

that changed with intensity (a sentence can mean the same thing whether spoken close to

you or from far away) or pitch (men have lower voices than women) so single acoustic

parameters (e.g., RMS or fundamental frequency) were often not very useful for
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predicting listeners’ reactions.  From the beginning speech scientists focused on higher-

order acoustic properties, such as formant structure. 

The division between psychoacoustics and speech research has been reinforced by

the tenuous connections found between the two.  Aside from the fact that deaf people do

poorly at both, performance on psychoacoustic tasks is a poor predictor of speech

perception ability (Kidd, Watson & Gygi, 2000). Although puretone thresholds are the

best predictor of speech perception, about half the variance in speech perception by

individual listeners with normal puretone thresholds remains unexplained (Watson &

Watson, 1996).

Many of the findings from research on ‘complex sounds’, as described earlier,

were also not found to be generally applicable to speech.   Listeners trained under

minimal uncertainty conditions can learn to be extremely accurate at detecting subtle

changes in complex waveforms, more accurately than had been demonstrated for speech

sounds of similar complexity. Tests conducted at higher levels of stimulus uncertainty,

however, yielded, for example, thresholds for frequency discrimination as large as 2400

Hz, which would imply it is impossible to understand speech under these conditions

because the differences between formants would not be discriminable (see Watson &

Kelly, 1981, for an overview of findings).

Between these two major traditions of auditory research, the study of

environmental sounds has been largely overlooked.  The perception of environmental

sounds was not considered to be of practical use to speech researchers, because of the

general assumption that there is nothing to be learned from environmental sounds that is
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applicable to speech.  On the other hand, psychoacousticians have not often used

environmental sounds in their research, in part because of the difficulty of characterizing

them acoustically, and in part because it was thought that studying environmental sounds

would not add anything to the basic understanding of the auditory system.

However, determining the correlations between identification performance for

environmental sounds and for speech can provide one form of a test of the speech module

hypothesis.  Environmental sounds share many of the attributes of speech: they are

complex, time-varying waveforms, have high familiarity (in many cases) for the listener,

and ‘meaning’ distinct from the acoustic properties of the sound. An alternative to the

‘speech module’ explanation  for the ease of speech comprehension can be found in the

complex sound literature; discrimination of complex sounds (such as Morse code

messages) can be improved by orders of magnitude (in Hz or ms) through extensive

(months or years) training (Watson, 1980).  It may be that our extreme familiarity with

speech, achieved over similar durations of training, allows us to exploit a broad range of

strategies to compensate for degradations in the signal.  If that is the case, familiar

environmental sounds may be recognized using those same, or similar strategies. 

Evidence will be presented in Chapter 2 that listeners who are good at speech perception

also tend to be good at environmental sound perception, but not necessarily at the

discrimination of meaningless sounds generated in the psychoacoustics laboratory.

Apart from the theoretical issues involved, there are practical applications to

environmental sounds research.  This type of research can benefit hearing-impaired

people.  About half of users fitted with hearing aids are dissatisfied with them, for a
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variety of reasons (see, e.g., Kochkin, 1992).  A common problem hearing impaired

people have is difficulty in noisy environments, and, as Yost (1991) suggested, this might

be due to impairments in identifying sound sources.  If the essential clues for sound

identification were better understood, hearing aids might be designed that could make

those cues available, as well as speech.  Understanding recognition of sources would also

be useful in cases when job demands include attention to multiple information-bearing

channels, such as in an airplane cockpit.  A cockpit can have as many as 100 different

warning signals, but the maximum number operators can respond to appropriately at one

time is much smaller, about 4-6 (Patterson, 1990).  It would be useful to determine those

acoustic features that enable identification of a large number of sound sources, as a guide

to the design of more effective warning signals.

Another reason for the unsystematic nature of environmental sound research so

far has been that a number of the studies which have used environmental sounds as

stimuli have not been concerned with environmental sounds per se.   Since they are

meaningful nonspeech stimuli, environmental sounds are commonly used as stimuli in

studies measuring Evoke Response Potentials (ERPs, e.g., Cycowicz & Friedman, 1997),

in studies with autistic or aphasic individuals (Van Lanker et al., 1988), or as controls for

speech stimuli (Stuart & Jones, 1995).  Some studies have focused on the perception of

particular environmental sounds, e.g., bouncing and breaking bottles (Warren &

Verbrugge, 1984), footsteps (Li & Pastore, 1991), or mallets striking pans (Freed, 1990). 

A few studies have examined identification of a large body of environmental sounds, but

those have usually been at suprathreshold levels (Miller & Tanis, 1971; Lawrence and
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Figure I-1.  Time- and frequency-domain representations of two examples of hand
claps.

Banks, 1973; Lass et al., 1982  Vanderveer, 1979).  In principle the study of

environmental sounds could be conducted using many of the same systematic methods

that have been productive in speech research.  To this date this has not been done.

Both peripheral and central factors affect perception of environmental sounds. 

Whereas research on speech has found specific acoustic properties that predict

identification of specific speech sounds, such as F1 and F2 for vowels, and some music

research, such as Grey (1977) has discovered features, such as attack and spectral

envelope, which are fairly reliable determinants of timbre, it is very hard to find

analogous features for environmental sounds.  Figure I-1 shows both time- and
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frequency-based representations of similar auditory events; not only is it not obvious

what they are, it is not obvious how they are similar.  But listeners have no trouble

identifying these novel sounds when played to them (in this case, they are both claps). 

And listeners, when asked on what basis they could identify them, respond that there is

‘something clap-like’ about them.  So, to use the language of the ecological psychologist,

the task is to identify the acoustic invariants that uniquely specify these waveforms.  The

goal of the research reported in this dissertation is to begin the task of isolating some of

those acoustic factors that may be predictive of identification.

II. Summary of Previous Research

This dissertation is one part of a larger research program dealing with perception

of environmental sounds in the Hearing and Communication Laboratory (HCL) at

Indiana University, which is described in Chapter 2.  A brief summary is below:

The first group of studies were psychophysically based, involving detection and

identification in broadband noise of a group of 25 environmental sounds (Watson, Kidd

& Gygi, 1996; Gygi, Watson, & Kidd, 1997).

The detection studies were performed under conditions of minimal and high

uncertainty.  The results were very similar in the two conditions: the range of thresholds

was 11-12 dB Ev/N (Event-to-Noise ratio), the mean detection threshold was 0.93 dB

higher in the high-uncertainty condition, and the correlation of the thresholds was 0.89 in

the two conditions.  The range of identification thresholds was much broader than that of

the detection thresholds, about 21 dB (as opposed to 11-12 dB). 

Detection thresholds are weak predictors of the identification thresholds; the
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correlation of the identification thresholds with the minimal uncertainty thresholds was

r=0.25, and with the high-uncertainty thresholds, r=0.28.

Several energy-based models were applied in an attempt to explain the range of

thresholds.  The best model, a temporal ‘peak picker’ only accounted for about 60% of

variance in the detection thresholds; no other model accounted for more than half the

variance in any of the thresholds.

Other studies were more perceptually and cognitively oriented, examining

perceived similarity of 100 environmental sounds (Gygi, Kidd & Watson, 2000).  A

series of three similarity rating studies was conducted: separate groups of subjects judged

the similarity of the sounds based on actual acoustic properties (sounds heard by the

subjects), imagined acoustic properties (sounds imagined by the subjects), and semantic

properties (i.e., properties attributed to the source or event by the subject).

Multi-dimensional scaling (MDS) solutions to the three sets of data agreed well

with each other, implying that the perceptual space for imagined sounds or imagined

physical events is  similar to the space for sounds actually heard.  Acoustic factors were

found which accounted for the ordering of sounds on the two dimensions.  Measures of

pitch strength correlated well with the first dimension (r = 0.80), and measures related to

brief, transient sounds correlated moderately well with the second dimension (r = 0.53). 

This suggests that a strong determinant of the perceptual space for environmental sounds,

even for imagined or remembered sounds, is the acoustics of the waveform.

Based on the previous studies, it was thought that listeners could possibly be

focusing their auditory attention to certain frequency regions.  So the identification of 70
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high- and lowpass filtered environmental sounds was tested.  Trained listeners were

found to be extremely good at identifying the sounds even when severely high- or

lowpass filtered, often achieving near-perfect scores in all filter conditions.  In general,

listeners performed much better with the highpass filters, with p(c) >= 0.70 even in the

most severe condition (Fc = 8000 Hz).

III.  Organization of the Dissertation

The studies reported here reflect the most recent directions in this research

program: 

• Identification of  bandpass filtered environmental sounds, to determine the

information-bearing frequency regions for this class of sounds.

• Identification of Event-Modulated Noises (EMN), Gaussian noises with the

temporal envelope of specific environmental sounds, but with the fine-grained

spectral information removed.  

• Application of  various models to the results of the above studies, to determine

whether it is simple acoustic features (related to easily measurable features such

as power, duration, and spectral centroid) or some higher-order spectral-temporal

attributes that are the main determinants of identifiability for these sounds.

Chapter 1 reviews the previous research in environmental sounds and summarizes what

was known prior to the HCL’s entry into the area.  Chapter 2 summarizes related work

done in the HCL, starting with laboratory-generated complex sounds, that may be

relevant to the study of environmental sounds.  Chapter 3-5 covers in detail the studies of

environmental sounds listed above.  Chapter 6 contains a discussion of what the studies
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have added to our knowledge of environmental sounds.
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1In this dissertation, a ‘strong’ or ‘high’ correlation will be one which is well above the significance level,
and a ‘weak’ or ‘low’ one will be only slightly greater than the significance level.

Chapter 1.

PREVIOUS RESEARCH IN ENVIRONMENTAL SOUNDS

I. Quality Ratings and Semantic Differential

It has only been relatively recently that environmental sounds have become

subjects of independent study.  The term itself was originally used by investigators in the

area of noise reduction and referred to background or ambient sounds (the first usage a

Psychinfo search yielded was Ancell & Hardy, 1961, in the publication Noise Control).  

Many of the early studies collected qualitative ratings of environmental sounds on

scales such as pleasantness and unpleasantness (e.g., Shimai, Tanaka, & Terasaki, 1990),

and attempted to find acoustic factors that predicted those judgements, with a goal of

making acoustic environments more pleasant.  Cermak and Cornillon (1976) had listeners

rate pairs of recordings of traffic sounds for preference and dissimilarity.   A 2-D multi-

dimensional scaling (MDS) solution on the dissimilarity data yielded one axis which

correlated nearly perfectly (r = 0.98) with the energy-equivalent sound level (interpreted

by the authors as loudness) and another axis which had a moderately strong correlation1

with some measures of source information (such as the proportion of trucks and buses in

the sample).  The preference data tended to line up in one dimension which correlated

strongly with the energy-equivalent sound level.

Other studies had a broader focus and attempted to find the dimensions of 

auditory perception in general, using the Semantic Differential methodology (Osgood,
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1952) in which subjects rate sounds on a number of category scales, the endpoints of

which are characterized by opposite verbal labels (heavy-light, wet-dry).  The resulting

correlations between the scales are then subjected to factor analysis to reduce the

dimensionality to a few independent scales that have the most predictive power. 

Solomon (1958) had trained sonar operators rate 20 different passive sonar sounds

(representing four different types of Navy ships) on 50 scales.  Eight factors were

extracted which accounted for 42% of the variance.  The factors were interpreted as

representing semantic attributes such as magnitude (sounds characterized as heavy or

light) and aesthetic-evaluative (beautiful-ugly).  No attempt was made to relate these

scales to acoustic attributes of the sounds, and Solomon cautioned that the findings may

only indicate the general usability of the methodology.

Von Bismarck (1974a) used 35 laboratory-generated complex sounds which were

rated on 30 descriptive scales.  The sounds were either white noise or harmonic

complexes with spectra shaped in various ways (different cutoffs, slopes, or shaped to

resemble vowels) which were equated for level (13 Sones) and F0 = 200hz. Four factors, 

‘dull-sharp’, ‘compact-scattered’, ‘full’ and ‘colorless’ respectively accounted for 44%,

26%, 9% and 2% of the variance in the ratings.  Comparison of the spectra of the sounds

with their ratings on the two most significant factors suggested that the ‘dull-sharp’

dimension corresponded with the location of the spectral centroid (higher centroids were

rated as sharper) where as the ‘compact-scattered’ dimension largely served to

differentiate between harmonic complexes and noisy spectra (interpreted by the authors

as a discrete-continuous spectral difference).  A follow-up study (Von Bismarck, 1974b)
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using the same stimuli and collecting magnitude ratings of sharpness, found that above 1

kHz sharpness grew linearly with the location of the spectral centroid when frequency

was measured in Barks.

Bjork (1985) applied the Semantic Differential method to 45 environmental

sounds such as bird songs, waves crashing and people shouting.  His aim was to associate

the semantic attributes of sounds with three emotion-eliciting qualities: evaluation,

activity and potency.  The A-weighted sound levels were equated at 60 dB SPL and the

sounds were played backwards to listeners, to eliminate any time-varying information or

semantic content and force them to focus on the spectral content.  The listeners rated the

sounds on 24 scales, representing both auditory and emotional attributes (low-high,

interesting-boring).  The sound waves were also analyzed for objective measures of pitch

and roughness (in the manner of Terhardt, 1972).  Five factors were extracted which

accounted for 91% of the variance in the ratings.  The factor accounting for most of the

variance (37%) was judged to represent a pressing or tense effect and which correlated

with the roughness values.  Accounting for nearly as much variance, 28%, was the

boring-interesting dimension, which correlated with the pitch ratings.  Bjork did not note

whether certain types of environmental sounds tended to load preferentially on any of the

factors.

More recently, Kidd and Watson (1999) obtained ratings of 145 environmental

sounds representing various categories of naturally-occurring environmental sounds (e.g.,

impact sounds, water sounds, ambient sounds) on 20 bipolar scales.  Many of the scales

were similar to the ones used by Bjork, in that they represented both acoustic and
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emotional judgements, and additional scales were used representing properties of the

objects producing the sound (e.g., large-small).  Kidd & Watson also calculated values

for 13 acoustic properties of the sounds, some based on statistics of the waveforms

(centroid, skewness, number of peaks) and some based on listener judgements (pitch,

energy variation).  A principal component analysis yielded four factors which accounted

for 88% of the variance in the ratings.  These factors were judged to reflect (in

descending order of r2): harshness, size, quality and complexity.  There were some

significant correlations between specific acoustic properties and factor loadings (the

largest being r = 0.56 between total energy and loadings on the size factor) but the

acoustic properties together accounted for no more than 60% of the variance for any

factor.  

Kidd and Watson concluded that either other (possibly more complex) acoustic

properties needed to be included, or non-acoustic properties accounted for a sizeable

percentage of the variance.  

Considering the rating scales studies as a whole, while there seem to be some

judgments that are consistently linked to simple acoustic properties (e.g., size with

energy), in most of the studies a sizeable amount of the variance in ratings remains

unaccounted for.  It is noteworthy that in many studies aesthetic or evaluative judgments

(e.g., boring-interesting) are weighed almost equally as strongly as judgments about

physical properties.  In general, clear and definite links between evaluative judgments

and stimulus properties have been elusive.

II. Cognitively-Oriented Studies
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Although there was an early Titchnerian-style (i.e., introspection-oriented) study

of memory process for familiar sounds (Kuhlmann, 1908), research on the more cognitive

aspects of environmental sound perception did not occur for several decades thereafter. 

As investigators in cognitive psychology expanded their forays into memory and

categorization in the 60s and 70s, there were several attempts to examine how

environmental sounds compared to speech sounds on various cognitive tasks, such as

recognition memory, effects of priming on identification, and, interference caused by

speech or cross-modal stimuli (Bartlett, 1977; Bower and Holyoak, 1973; Miller and

Tanis, 1971; Lawrence, Cobb, & Beard, 1979).  Among the findings of these studies were

that recognition memory for previously presented environmental sounds is  good–85% to

89% according to Lawrence and Banks (1973)–but not quite as good as memory for

pictures (>90%).  Rowe and Cake (1977) compared retention of the order of a seven-item

list of words vs. environmental sounds and found that the retention of words was superior

only over short retention intervals (less than one second).  

Experiments on priming of environmental sounds showed that verbal priming

(presenting a label for a sound) did not facilitate identification of the sounds, whereas

prior exposure to the sound did (Bartlett, 1977; Stuart and Jones, 1995; Chiu and

Schacter, 1995), which was interpreted as showing that the perceptual details of the

sound were retained rather than semantic knowledge about the sound.  However, Stuart

and Jones showed that identification was facilitated by a prior presentation of sound from

a similar source (e.g., prior presentation of a small dog’s bark will facilitate identification

of a large dog’s bark).  The authors claimed this indicated a degree of abstraction away
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from the perceptual details of the sound.  However, since they did not perform any

acoustic analyses to demonstrate the degree of difference between the priming sound and

the target sound, the possibility remains that the sounds were acoustically  similar, as one

would expect of sounds emitted by a similar source.  (In Chapter 2, it is shown that

different tokens of the same type of sound are usually judged as being extremely similar

to each other, even if they differ acoustically.)  

Ferrara, et al. (1979) demonstrated that a higher degree of semantic involvement

facilitated recognition of sounds, in an experiment that compared incidental learning of

environmental sounds (having subjects judge which of a pair of sounds was louder) to

intentional learning (having subjects rate sounds for pleasantness).

Lawrence and colleagues performed a variety of experiments using comparisons

between different modalities (vision, touch, hearing).  Lawrence, Cobb and Beard (1979)

found that tactile recognition of common objects was superior to auditory recall for

environmental sounds.   Blind people were no different from sighted in this respect

(Cobb, Lawrence & Nelson, 1979).  However, the sounds came from different sources

than the touched objects so there might have been differences in the inherent

recognizibility of the two stimulus sets.  Cross-modal priming between vision and

audition showed no advantage for either modality; pictures primed with appropriate

sounds were recognized as easily as sounds primed with appropriate pictures (Lawrence

and Cobb, 1978).

Several years after most of these studies, Lass et al. (1982), pointed out that

although the assumption is commonly made that humans can easily identify numerous
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2If the study had been conducted in an urban area rather than West Virginia University, that argument
might have more face validity.

environmental sounds which had not been presented previously, no one had actually

demonstrated this.  They tested open-set identification in the quiet of 40 environmental

sounds from four classes of sounds: animal sounds, musical instruments, human voices,

and inanimate sounds (typewriters, telephones).  Only four of the sounds were identified

with less than 90% accuracy: pigs, sheep, (both < 50% correct), drums and typewriter

(both 80-90% accuracy).  The authors suggested that familiarity (or lack thereof) is

responsible for the low accuracy of pigs and sheep.2  Of the classes of sounds, the human

voices were recognized the most accurately, and animal sounds the least; however, no

statistical test was conducted to determine whether these differences were significant.

In general, the cognitive studies seem to indicate that environmental sounds are

remembered differently and less well than speech.  Whereas speech, and to a lesser

extent, music, can be abstracted away from the auditory stimulus  retaining largely the

semantic content (with acoustic details saved implicitly in what Pisoni (1993) has called

indexical memory), it seems that memory for environmental sounds is more explicitly

bound to the details of the waveform.

III. Ecological Acoustics and Event Perception

A possible shortcoming of the cognitive studies is that the nature of the stimulus

is not really considered; how environmental sounds are different from speech is not as

important as the fact that they are different.  It is interesting that even though the studies

listed in the previous section seemed to suggest that the perceptual details are important

for remembering environmental sounds, few of the investigators attempted to determine
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what those details were.

One of the first studies to consider the acoustic properties of environmental

sounds was a 1979 dissertation thesis by Nancy Vanderveer, which has become  well

known despite never having been published.  A student of James Gibson, her interest was

in laying groundwork for ‘ecological acoustics’–an extension of Gibsonian theory to

sound sources and events.  As part of this effort, in one experiment she determined how

people listened to environmental sounds.  The stimuli were 30 environmental sounds

(which she termed events) presented in the quiet at suprathreshold levels and listeners

were instructed only to ‘write down what you hear.’  The instructions were deliberately

ambiguous so as not to constrain the responses.  Listeners consistently made responses

referring to the sound-producing event rather than describing acoustic properties of the

stimulus (such as pitch and loudness) or qualitative judgements of the sound.  The

responses were analyzed both for how accurately the event was identified, but also for

how listeners described what they heard.

In general, listeners were fairly accurate in their identification of the sounds.  The

mean p(c) was 82.1, but the median was 91, indicating a negatively skewed distribution. 

Dropping a book on a table was the least identifiable sound (39% correct), and there were

several sounds that were identified with 100% accuracy.  Vanderveer noted that overall,

the responses tended to more clearly specify actions involved in producing an auditory

event (e.g., ‘clapping’) rather than the objects involved.  

Examination of the confusions among the various objects revealed that sounds

tended to be confused which were either similar in their temporal patterning or differed in
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only a single acoustic feature (‘acoustic feature’, however, was not defined).  A tentative

hypothesis was that information about the actions involved in an acoustic event is largely

carried in the temporal patterning, while information about the objects involved in the

event is conveyed by the frequency information.  As an example, several of the sounds

used involved paper (paper crumpling, paper shuffling, paper being torn).  In every case,

the source (paper) and the event were consistently identified, even though the only

difference between them was in the temporal patterning (according to Vanderveer). 

Vanderveer asserted that paper was specified by its distinctive frequency response (the

presence of extremely high frequency energy) while the temporal structure indicated

what was happening to the paper.

Vanderveer also conducted a similarity study, using the method of free

classification, in which listeners were asked to group two sets of 20 sounds into between

four and ten groups, based on similarity of sound (it was not noted if the sounds had been

used in the first study).  This was largely for time purposes, since pairwise similarity

ratings can take some time.  From these groupings similarity matrices were derived, in

which there were several small tightly-knit clusters, but no large groupings.  Analyzing

the clusters qualitatively, Vanderveer concluded that the groupings seemed to be based

more on similarity of temporal structure; for instance, sounds that were rhythmic,

repetitive or percussive (knocking and hammering) tended to cluster together.  Another

component in the clustering was the type of event that produced the sound; for instance,

various whistling and blowing sounds grouped together, despite some having a pitch and

others not.  However, it was noted that in most cases there was a strong covariance of
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event and acoustic properties.  

In a separate experiment, ten pairs of sounds from the two sets were selected (five

within-set, five between-sets) and listeners judged the similarity of these pairs on a scale

of 0 (completely different) - 10 (completely alike).  This was intended as a verification of

the validity of the larger sorting study, and, in general, the results confirmed the findings

of the sorting studies, particularly for the within-set items.

Overall, Vanderveer concluded that the most salient acoustic determinants of

similarity were (in order of importance):

• Temporal patterning variables: Percussive vs. continuous sounds, rhythmic

patterning, and attack and decay time.

• Resonance or other characteristics of particular objects, surfaces, and substances,

such as metal, paper, and things with a rough texture.

  It should be noted that Vanderveer did not perform any quantitative acoustic

analyses of the environmental sounds she used, so her judgments of acoustic properties

such as temporal patterning are wholly subjective and somewhat non-systematic.

Vanderveer’s work has been widely cited, for it was the first application of event

perception theory to environmental sounds.  In this theory, what listeners attend to is not

the sound itself, but the event that produced the sound, which is specified in the acoustics

(the ‘everyday listening’ mode described by Gaver, explained below).   Prior to

Vanderveer, the only major research on the acoustic bases for event perception was the

work of Bregman and colleagues on auditory stream formation.

That huge body of research will not be reviewed in detail here (see Bregman,
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1990 for a thorough overview, or Bregman, 1991 for a more compact one).  Very briefly, 

auditory streaming theory attempts to formulate general principles which enable a

listener to take an auditory scene involving several different sounds mixed together, all of

them changing in time and frequency, and immediately and accurately determine the

number of sounds and their respective sources (‘parsing an auditory scene’ in Bregman’s

terminology).  Some of these principles are similar to Gestalt principles (which had been

largely derived from visual research): for example, sounds which start at the same time

tend to be caused by the same source; sounds from the same source tend not have abrupt

transitions in frequency (similar to good continuity); sounds from the same source tend to

have the same transitions in amplitude and frequency (common fate).  Although a number

of these principles are based on listeners‘ knowledge of how sounds from a common

source tend to behave, Bregman believes that this streaming process is pre-attentive,

immediate and compelling, somewhat akin to how the ‘speech module’ theorists view

speech perception.

Bregman’s work is not specific to environmental sounds, but rather to all sounds

that a listener might encounter.  However, since the emphasis is on enabling the

differentiation of sound sources, it is of more use for understanding environmental sound

perception, where the focus is on identifying the source, rather than speech or music

perception, where the source is usually either known or is generally not as important.

In the years that followed Vanderveer’s thesis there were more studies of

environmental studies from an ecological-event perception perspective (although not all

the investigators who conducted them would consider themselves Gibsonians).
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Warren and Verbrugge (1984), inspired by Vanderveer’s results, developed a 

‘source-filter’ model of auditory event perception, in which the spectral features denoted

the type of material involved in the interaction (what they called a ‘structural invariant’),

and the temporal patterning specified the type of interaction (a ‘transformational

invariant’).  This model was tested using consistent sources (glass bottles) in different

events (bouncing and breaking).  Based on spectrograms of bouncing and breaking

bottles, the sound produced in the bouncing event was characterized as “a single damped

quasi-periodic pulse train in which the pulses share a similar cross-sectional spectrum,”

whereas the sound of the breaking bottle was “an initial rupture burst dissolving into

overlapping multiple damped quasi-periodic pulse trains.”  The authors hypothesized that

the temporal patterning of the sounds was sufficient to identify the type of event, without

any differences in spectral properties.  

To test this, artificial tokens of bouncing and breaking bottles were created by

first recording the sound of four pieces of broken glass dropped from the same heights. 

To make a bouncing token,  the recordings were superimposed and the temporal pattern

of the recording of each piece was adjusted to match the periodicity of an actual

bouncing token (i.e., the temporal patterning was the same for each token).  For the

breaking token, the four recordings were given four different temporal patterns, so that

there were multiple quasi-periodic patterns in the waveform.  In addition, a 50-ms noise

burst from an actual recording of a broken glass was added.  

Three different tokens of bouncing and breaking bottles of varying duration were

created and presented to listeners who were asked to identify whether it was bouncing or
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breaking (a third don’t know option was available).  It is worth noting that according to

the authors the resulting tokens did not sound like glass, but more like metal.  The

listeners were also instructed to ignore the object involved and instead attend to what was

happening to it.

Overall, subjects were  good at identifying the sounds, averaging 90.7% correct

and 86.7% correct for bouncing and breaking tokens respectively.  However, there was

the confounding variable of the initial noise burst which might have been a cue to

listeners.  So in a second experiment, the noise burst was removed from the breaking

tokens, and both sets of tokens were presented to listeners along with some natural

recordings of bouncing and breaking bottles.  (The natural recordings of breaking objects

also had the initial noise burst removed)

Subjects identified the natural tokens correctly in nearly 100% of the cases, and

identified the constructed tokens correctly at almost the same accuracy as they had in the

second experiment.  So the noise burst did not seem to be essential to the identification of

the event.  The authors stressed that the results were affected by the 3AFC format and

that in a free identification format, the identification might not be nearly as good, given

the unnatural quality of the constructed tokens.  In an interesting aside, they mention that

in pilot studies, taking a single bounce pulse and iterating it in a natural bouncing pattern

produced the percept of a bouncing event, even though the damping of the amplitude was

absent.  However, presenting the pulses at equally spaced intervals eliminated the

perception of bouncing, even when the pulses declined in amplitude.  So for these tokens

it seems that information specifying the type of event is conveyed in the temporal
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patterning.

One of the applications of event perception theory to speech resulted in the motor

theory of speech perception, which postulated that what is perceived by listeners are the

articulatory gestures that generate speech, such as the position of the tongue, the closure

of the vocal tract, and these gestures are reflected unambiguously in the acoustics of the

speech waveform (see, e.g., Liberman & Mattingly, 1985).  Repp (1987) applied the

motor theory to a non-speech communicative sound: hand claps.  He proposed that

information about hand configuration was conveyed in the sound of the clap, specifically

in the spectral properties of the claps.

As an initial production study, recordings were made of 20 male and female

subjects clapping normally for 10 seconds.  One area of interest was whether there are

significant differences between male and female claps, since their hands are of different

sizes.  So the author measured the clappers’ hand sizes and took notes on hand

configuration.   A factor analysis was performed on the spectra of the claps for each

subject.  This yielded four factors corresponding to distinct spectral shapes, which

accounted for 88% of the variance in the spectra.  However, an ANOVA on the factor

loadings showed no effect of sex at all; both males and females loaded equally on all the

factors.  From this it appeared that hand size had no effect on clap spectrum.

Repp next tested whether the hand configuration was a key determinant in the

clap spectrum.  He recorded himself clapping in eight different hand configurations,

based upon configurations observed during the first recording session.  The

configurations varied in terms of whether the hands were parallel, and whether the claps
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were palm-to-palm or finger-to-palm.  The spectra of his claps were analyzed to see how

well they loaded on the four factors derived earlier, and it was found that once again the

four factors accounted for about 88% of the variance in the spectra of his claps.  The 20

subjects’ claps were then rated according to the derived hand configurations and it was

found that hand configuration could account for about half of the variance in the subjects’

clap spectra.

Whether information about clappers’ sex and hand size were available to listeners

was also tested.  (This experiment was performed before the author’s analysis of clap

spectra showed no effect of hand size.)  Eighteen of the original 20 subjects heard all the

clapping excerpts (including the ones they had made themselves) and were asked to name

the clapper (they were allowed three choices in order of confidence).  Overall,

recognition was  low (11% correct), although listeners were much better at recognizing

their own claps (46% correct). The listeners judged the sex of the clapper correctly on

only 54% of the trials, which was barely above chance.  There were, however, systematic

errors.  Claps that were slower, louder, and lower-pitched tended to be judged as being

produced by a male.  Apparently, the listeners were under the same misconceptions as the

author was initially, that larger hands would tend to clap louder, deeper and slower.

This mistaken assumption carried over into a final experiment, in which twenty-

two new listeners were played the claps and were asked to judge which hand

configuration (e.g., palm-to-palm, finger-to-palm) produced the clap.  Although the

listeners could distinguish the claps  well, their judgements were more systematically

related to the rate and the loudness of the claps than to either hand configuration or
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spectral features.

Repp was careful to point out that this was an exploratory study (even including

those words in the title) and discussed the methodological shortcomings at great length. 

However, his study is notable in that he tried, in a quantitative manner, to relate

properties of the source (hand configuration and size) to acoustic features (spectral shape)

to perceptions about the source (sex of the clapper).  His study also provides a caveat for

the event perception theory.  Just because the information is available (e.g., spectral

differences in claps) does not mean that it is used, if what it is specifying is not

particularly useful.  Making judgments about the sex and hand configuration of a clapper

is not an everyday task, so there is little reason to think listeners would be able to perform

the task, at least not without training (particularly since the explicit task was to identify

the clapper, which is a much harder task).

A similar approach was taken in a study by Li, Logan and Pastore (1991)

examining the relation between acoustic features generated during walking and listeners’

judgements of the gender of a walker. The authors were  explicit about performing the

analysis in three parts: analyses of the relation between “auditory events” (their

terminology) and perception, between auditory events and acoustic structure, and

between acoustic structure and perception.  

Based on movement studies documenting the differences between men and

women walkers it was thought that the differences should be reflected in the acoustics of

the footsteps.  For example, since men are larger and heavier, there should be amplitude

and perhaps spectral differences, and since men are taller, the frequency of the steps
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should be slower. However, there were no specific a priori assumptions made about

where the differences should be, unlike in Repp’s study.  In addition, a task was selected

that listeners have presumably done before and so listeners could be expected to perform

reasonably well on. 

Recordings were made of eight males and eight females each taking eight steps,

of which the middle four were used as stimuli. Several anthropological measurements

were made of the walkers (e.g., height, weight, leg length, foot size).  Listeners were

played these four-step sequences and asked to identify whether the walker was female or

male.  Listeners were, not so surprisingly,  good at this, with male walkers being judged

as such 69% of the time and the female walkers, 75% of the time.  There was, however, a

continuum on the two values, with the percent correct for some male and female walkers

consistently barely above or below chance.  There were significant correlations between

accuracy of gender judgments and measures such as weight, height, foot size and shin

length, with a  strong one, r = 0.84, between height and judgment accuracy. (However,

the authors asserted it was more likely the center of mass rather than the height that was

the determining feature.)

For the second part of their analysis, several acoustic features were measured,

including several spectral moments, duration of the footsteps, walking pace, and the

spectral slope.  There was a fairly strong correlation (r = 0.68) between pace and

judgment accuracy, meaning faster walkers were judged to be female,  although the

actual pace did not differ significantly between males and females.

A visual examination of the spectra of the steps showed many differences
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between male and female steps.  Male walkers tended to produce steps that had narrower

and lower spectral modes, more negatively skewed spectra, and the spectral slopes on

both the high and low ends were steeper.  The spectral statistics tended to covary, so a

principal components analysis was performed on the seven spectral statistics.  Two

factors were retained which accounted for 87% of the variance in the statistics.  Five

statistics–skewness, kurtosis, low-frequency slope, spectral mean and spectral

mode–loaded strongly on the first component, while high frequency slope and overall

spectral level loaded on the second component.  The two derived components were used

to predict the sex of the walkers using linear discriminant analysis. These predictions

correlated  strongly with the accuracy of listeners, at r = 0.82.  So there did seem to be a

relation between elements of acoustic structure (in this case, a combination of largely

spectral features) and perception.

As a test of the importance of these spectral components in gender judgments, the

stimuli were altered to change the salient acoustic features.  Using a graphic equalizer,

the authors altered the spectral mode and the spectral slopes of one set of male and one of

female footsteps from the previous study, admittedly in a very rough way (e.g., spectral

slope had only two values, 6-dB and 8-dB/octave).  The two specific sets of footsteps

were selected because they were fairly gender neutral, i.e., performance on those

footsteps was close to chance.

When the spectral mode of the steps was moved from 1000 Hz down to 250 Hz,

the percent of male judgements of both sets of footsteps went from about 15% to about

85%.  The effect of steeper spectral slopes was, however, the opposite of what was
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expected: the shallower slopes were more often judged as being from a male.  This was

attributed to the crudeness of the manipulation.

The authors seemingly succeeded in determining some acoustic factors that are

consistently different in different conditions (male walkers have different spectra from

female walkers) and in turn these acoustic differences can by themselves have a strong

effect on the perception of the event.  This would seem to fulfill the criteria for a natural

‘invariant’ of the type the ecologically-oriented researchers try to uncover.  However,

they distanced themselves somewhat from the Gibsonians by saying the ecological

perception theory leaves many details of the process unspecified, particularly how these

features are ‘directly’ perceived, and so do not lead to specific empirical predictions.

In contrast, Li et al. seem to adhere more to a theory popular in the computational

vision world, that of perception as series of inductive inference tests performed on the

stimuli (not too far removed from von Helmholtz’(1867) ‘unconscious inferences’) in

order to recover the source. In the auditory domain, this was formalized by Richards

(1988), who modeled an acoustic event as an interaction between power sources,

oscillators, resonators and couplers.  In speech for example, these are realized as the

lungs, the glottis, the vocal tract and the mouth, respectively.   This model is similar to

but more complex than Warren and Verbrugge’s analysis.  In this view the sound of an

event conveys information about the structure of the source.  For example, in the Li et al.

study, male speakers generally have larger feet, which would tend to produce sounds

with a lower spectral centroid, which would caused them to be judged as male.  The

acoustic features are mapped in the brain to “sound classes stored in memory with the
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3 This is an extension of the standard definition of Q, which is the ratio of a filter’s Fc to its bandwidth 

physical parameters used to produce these acoustic consequences.”  Although

computationally (and philosophically) this process is different from the Gibsonian model,

operationally it would seem to be difficult to determine the difference, because they

would both predict similar performance on a given task.

Richards’ model, which was detailed in his book Natural Computation (1988), is

patterned after Marr’s 2-1/2 D vision model, and posits different stages of auditory

processing, The first stage, the acoustic Primal Sketch, breaks an auditory signal into

tokens such as offsets and onsets, a frequency mapping, and some temporal derivatives. 

The next level of representation is the 2-1/2 D Sketch, in which inferences are drawn

about higher properties such as the type of a sound source, the material involved or

motion of the sound source.  In Marr’s model of vision, the 3-D sketch occurred next, in

which the spatial extant of objects was inferred from information in the 2-1/2 D Sketch,

but Richards claimed that since auditory objects have no spatial extent, there is no need

for a 3-D Sketch.

Richards insisted that inferences can be drawn from various parameters of the

waveform, and drew up fairly detailed mathematical models of sound to determine some

of those parameters.  For instance, later in the same book, in a chapter by Wildes &

Richards (1988), the authors claimed the material involved in an event can be partially

specified acoustically by the anelasticity (somewhat akin to hardness) of the material,

which would be reflected in the pitch of the ‘ring’ and the decay of the ring, which in

turn are proportional to Q3, the bandwidth of the resonant mode, and t, the decay time. 
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However, Richards did not perform any empirical tests of his theory.

That was done, after a fashion, by Freed (1991), who tested for acoustic variables

that would enable listeners to accurately predict the hardness of a mallet which had struck

a metal pan.  Recordings were made of six different mallets of different hardnesses,

ranging from metal to felt-covered rubber, striking four different sized pans (1, 2, 3 and 6

quart saucepans).  From these recordings four different timbrel measures were derived:

the spectral level mean (mean over time of the area under the spectrum); the spectral

level slope (rate of change over time of the spectral level mean); the spectral centroid

mean (mean of the centroid over time); and, spectral centroid TWA (time-weighted

average of the spectrum).  Note that the focus is on acoustic variables; mechanical

variables that would influence the acoustic variables (such as striking velocity) were not

investigated.

The recordings were then played to nine listeners, who were asked to rate the

hardness of the mallet in each recording on a scale of 1-9.  The resulting Perceived

Mallet Hardness (PMH) value varied with the type of mallet used, with harder mallets

accurately being judged as such.  However, PMH did not vary with the type of pan being

struck, showing that listeners are able to separate out important acoustic features. 

Spectral centroid mean, which has often been associated with ratings of ‘brightness’, was

the best predictor (r = 0.77), and spectral level slope, which is somewhat akin to t in

Richards formulation, was the weakest (r = -0.45 ).  When all four variables were

combined in a multiple regression solution, 72.5% of the variance in the ratings was

accounted for.  Freed did not get a measure that corresponded to Q in Richards’ model,
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so this study is not a good test of that theory.  But Freed did show that there are

measurable second-order acoustic features that seem to predict properties of the source

objects, namely the hardness.

Other studies have proceeded along similar lines and isolated other specific

acoustic features that determine one aspect of perception of an acoustic event.  Lakatos,

McAdams and Causeé (1997) in separate experiments examined listeners’ ability to

discriminate the shapes of struck bars of wood and metal. The lengths of twelve metal

and sixteen wooden bars were held constant while the width/height ratio (W/H) was

varied from 1:1 to 8:1.  Recordings were made of mallets striking the bars in the center (a

steel hammer for the metal bars, and hard resin hammer for the wood bars) and played in

pairs for listeners (all pairs used the same material bars).  A cross-modal visual matching

procedure was used in which cartoons of the two possible orderings of the bars were

displayed and listeners were told to select the one which corresponded to the order in

which the bars were struck.  Trials were run until listeners achieved 75% correct across

all stimuli.

The p(c) for each pairwise combination of bars were converted into dissimilarity

scores and analyzed with MDS, which yielded a two-dimensional solution for the metal

bars.  The bars’ W/H accounted for a great deal of the variance in the values on

Dimension 1 (r = 0.94, r2 = 0.88), which indicates that a greater difference in W/H ratios

leads to greater discriminability.  The second dimension correlated strongly with an

acoustic variable, the spectral centroid of the sounds (r = 0.87, r2 = 0.75). The 2-D plot

also contained clusterings on either side of the diagonal which were interpreted as
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corresponding to ‘plates’ and ‘blocks’, i.e., bars that were thinner and lighter vs. thicker

and heavier ones.

The results for the wood bars were not quite as good.  More subjects failed to

reach the 75% criterion and several listeners commented that they found the wooden bars

much more difficult to discriminate.  When the same MDS analysis was applied to the

data, a one-dimensional solution resulted, which correlated r = 0.72 with the W/H for the

bars.

The authors then attempted to find acoustic features which would be directly

attributable to the W/H and thus provide reliable clues for listeners.  A bar has four

principal vibratory modes: two transverse bending modes in both the y-z and the x-y

planes of the bar, which are linearly related to H and W respectively; a torsional mode

about the longitudinal axis which varies nonlinearly with W/H, being compressive at

smaller W/H; and a longitudinal mode which depends on L.  Since L was kept constant

across bars, the measured longitudinal modes were roughly constant, with minor

fluctuations because of material imperfections.  Fourier analysis of the sounds showed

that all these modes were indeed largely present at their predicted frequencies, although

in the wood bars the torsional modes were weak or absent because of the high damping

of wood and more inhomogeneities (i.e., knots).

Several of these acoustic cues were correlated with listeners’ judgments,

particularly for the metal bars.  FT (torsional frequency), 1/FT, log(1/FT), and FW/FH (the

interval between the two transverse frequencies) all correlated r = 0.92 - 0.94 with the

coordinates of the metal bars’ MDS solution.  For the wood bars, the same values
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correlated r = 0.76 - 0.85 with the one coordinate of the MDS solution, possibly because

the mode frequencies were not as reliable in the wood bars (and also because listeners’

judgements were much less accurate for the wood bars).

The authors found acoustic features which reliably reflected geometric features

and which seemed to be used by listeners in their judgments of those geometric

properties.  However, the actual task of the listeners was only to discriminate between

two alternatives.  Carello, Anderson and Kunkler-Peck (1998) were interested in much

more fine-grained judgments.  They measured how accurately listeners could determine

the actual length of a rod, without any reference to a standard, based on acoustic

properties.

Out of sight of the listeners, wooden rods were dropped and the listeners indicated

the length of the rod using a haptic measurement: moving an adjustable surface away

from a desk until the rod would just fit between the surface and the desk.  In two similar

experiments, the rods were of standard diameter (1/27 cm) and cut to different lengths. 

In Experiment 1, the lengths varied from 30-120 cm.  Experiment 2 focused on shorter

rods, from 10-40 cm in length.  Except at the two shortest lengths (10 and 15 cm), which

were overestimated, listeners consistently underestimated the length of the rods.  Overall,

though, the correlation between the actual and perceived lengths were very strong (r =

0.97; r2 = .95).

The acoustic variables duration, amplitude and spectral centroid were measured to

determine if those might have been used by listeners.  The results were mixed; no one

variable predicted the results for both the shorter rods and the longer rods; for the shorter
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rods, amplitude accounted for 96% of the variance in length judgments, but only 21% for

the longer rods.  Conversely, duration accounted for 65% of the variance for the longer

rods, but only 12% for the shorter rods.  Spectral centroid correlated moderately with

both sets: r2 = .59 for the longer rods, and r2 = .37 for the shorter rods.  The authors did

not test for combinations of these features or suggest that different features were used for

different lengths.

Most recently, Kunkler-Peck and Turvey (2000) expanded on the Lakatos et al.

study, and determined whether listeners could identify actual dimensions of struck

objects using only auditory information.  In the first two studies, they had listeners

recreate the length and height of struck plates of steel, Plexiglas and wood using wooden

dowels that could be adjusted to match the perimeter of the plate.  Three different shapes

were used: a square, a medium rectangle (H/L ~ 1.6:1) and a large rectangle (H/L ~

3.6:1).  All plates within a given material group had the same mass and surface area. 

Listeners were given no practice trials, nor any information about the maximum size of

the plates, although they were told about the different materials used.

 The results are shown in Figure 1-1.  There are some features worthy of note.

• The listeners correctly scaled their responses to the dimensions of the plates. 

While the scaling was neither absolute nor relative, it was an example of what

Bingham (1993) and others have termed “definite scaling” in which there is a

linear relationship between the two scales.  The correlations between the

perceived dimensions and the actual dimensions ranged from r = 0.96 for

Plexiglas to r = 1.00 for wood.  Reliability measures of listeners’ judgements
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Figure 1-1.  Perceived and actual dimensions of struck plates, Kunkler-Peck &
Turvey (2000).  Printed with permission of the authors.

were good, indicating a systematic (and quite large in some cases) distortion

based on some features other than the linear dimensions of the plates.

• The difference between the perceived dimensions and the actual was greatest for

Plexiglas, least for steel.  The judgments of dimensional value were  orderly, with

every dimension of steel perceived as larger than the corresponding dimensions

for wood, and wood larger than Plexiglas.  The authors speculated that this may

be related to the relative damping of the materials, which was greatest for
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Plexiglas and least for steel.

• Spectral features correlated with listeners’ judgments.  As in Lakatos, et al., 

Kunkler-Peck and Turvey calculated the resonance modes of the plates (using a

more complex formula) and found that across material and shape, the perceived

dimensions correlated strongly with the values of the first three even modes (2, 4,

& 6), with r2 = 0.87, 0.88 and 0.87 respectively.  In fact, the resonance modes

provided redundant information, so listeners only needed to attend to one of them.

Although the authors did not provide intensity measures of the sounds used, it

seems likely that the struck steel plate was the loudest, and Plexiglas the softest (a

pendulum was used to strike the plates with the same force on every trial, regardless of

material).  Given the relation found in studies mentioned earlier (e.g., Kidd & Watson,

1999) between judgments of size and RMS, it is plausible that at least some of the larger

perceived size of the steel plates was due to the louder sound they emitted.

The large disparity between the perceived dimensions and the actual dimensions

might be explained by the fact that, as in Repp (1987), this is not a task listeners

commonly perform.  While determination of relative sizes of sources is fairly common, it

is rare that listeners are called upon to judge the actual size.  With a little training, or

even perhaps a reference sound, listeners might have been much closer to the actual

dimensions.

In two other experiments, eight listeners were asked whether an unseen struck

object was in the shape of a square, circle or triangle, and in addition, they were asked to

specify the material.  Once again, the objects were made of steel, wood and Plexiglas,
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and the surface area was held constant across materials and shapes (mass, however,

varied considerably between material types).  As before, listeners were given no practice

trials.

The vast majority of responses in the 9x9 response matrix (perceived material &

shape by actual material & shape) were correct (i.e., on the diagonal), and a log-likehood

test showed the probability was far above chance.  The log-likehood test on the off-

diagonal responses showed no systematicities.  In only one case did a listener mistake the

material involved (mistaking Plexiglas for steel).  The authors did not attempt to tie the

shape judgments to any acoustic properties of the sounds.

Given that the two tasks Kunkler-Peck and Turvey tested (reproducing

dimensions and identifying shapes) are not typically done intentionally, it is remarkable

that humans are able to perform them well.  This suggests that there may be many such

judgments of source properties which are done unconsciously, using subtle sources of

information.

The above studies, which have found acoustic features that relate to physical

features as well as to listeners’ judgments of those physical features, do not tend to

preferentially support either the Gibsonian ‘direct perception’ theory or the Marr-like

‘inductive inference’ theory.  However, one published report did seem to suggest that

environmental sounds can be perceived non-inferentially in a Gestalt-like fashion (and

also in a manner similar to speech).  Fowler and Rosenblum (1990) examined duplex

perception, a somewhat esoteric phenomenon which had only been observed with speech

(e.g., Liberman, Isenberg & Rakerd, 1973).  When a synthetic consonant such as a /g/ is
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split and the third formant separated out, the first two formants (the ‘base’) presented

alone are perceived as /d/, and the third formant (the ‘excerpt’) alone is not perceived as a

speech sound at all, but as a high frequency ‘chirp.’  However, when the first two

formants are played to one ear, and the third played to the other ear, there is an unusual

percept.  When the third formant is played at very low intensity (in relation to the first

two), listeners still report hearing /d/.  As the third formant is raised in intensity, listeners

start to hear /g/ in the center (even though the signal is presented dichotically) and at very

high intensities, the /g/ is heard centrally along with the high frequency ‘chirp’ in the ear

it is played to.

Duplex perception has been cited as support for a distinct speech module which is

preemptive (Whalen & Liberman, 1987).  The explanation for the percept is that what is

first perceived is anything that might be a speech sound; then, the non-speech auditory

system interprets whatever is left.  Fowler and Rosenblum decided to investigate duplex

perception for sounds for which there could not plausibly be a specialized auditory

‘module,’ and chose the sound of a metal door slamming.

Although the analogy with speech sounds was not perfect (environmental sounds

seldom have anything like a formant structure which can be neatly separated) the authors

low- and highpass filtered the  metal door slamming to create a ‘base’ and an ‘excerpt’. 

In open set identification trials, it was reported that the base sounded like a wooden door

slamming and the excerpt sounded like something being shaken.  

The base and the excerpt were presented both diotically and dichotically with the

base at one intensity and the excerpt at various intensities.  In both conditions, at low
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excerpt intensities, only a wooden door slamming (the base) was heard.  At middle

intensities, both groups reported a strong percept of a metal door slamming, suggesting

fusion of the base and excerpt into a different percept.  However, the dichotic listeners

also reported duplex perception of the excerpt alone at middle intensities.  At high

intensities, both groups overwhelmingly reported duplex perception.  The diotic results

strongly resembled previous results with speech sounds; however the dichotic results did

not in that there was little perception of the metal door alone–it was either base only or

duplex.  The duplex door slams also differed from speech in that on trials in which

duplex perception occurred, listeners were also able to focus on the base, which they

were unable to do in studies with speech sounds.  Fowler and Rosenblum’s findings

suggest that when there is a good spectral ‘fit’ between sounds, even if they come in

different ears, they tend to be perceived as a single sound source in a compelling, almost

‘preemptive’ fashion, and thus argue against the necessity for a ‘speech module’ to

explain duplex perception.  The ‘spectral fit’ explanation is consistent with some of

Bregman’s theories for ways in which listeners pre-attentively separate auditory streams.

As discussed in the Introduction, in order to identify a wide range of

environmental sounds, listeners must have some ways to effectively organize them, rather

than just memorize each instance of a particular sound.  Although much work has gone

into classifying speech sounds, almost no similar attempts were made for environmental

sounds until William Gaver laid out a framework for developing what he termed “an

ecological account of listening” (Gaver, 1993a).  Inspired by Gibson, he drew a sharp
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Frequency Domain Temporal Domain

Restoring force (material feature) Interaction type

Density (material feature) Damping (material feature)

Size (configurational feature) Internal Structure (material feature)

Shape (configurational feature) Support (configurational feature)

Support (configurational feature)
Table 1-1.  Physical attributes of a sound-producing interaction and the nature of their
effects, from Gaver (1993).  Reprinted with permission of the author.

distinction between ‘musical listening’, which is focusing on the attributes of the “sound

itself”, and ‘everyday listening’ in which “the perceptual dimensions and attributes of

concern correspond to those of the sound-producing event and its environment, not to

those of the sound itself.”  

Since sounds are informative about the attributes of their sources, Gaver claimed

the proper starting place for analysis is in the mechanical physics of sound-producing

events.  Fundamentally, these events fall into three basic classes: those caused by

vibrating bodies, changes in the surface of liquids, or aerodynamic causes.  Support for

this scheme was provided in Gaver (1988) in which listeners were asked to identify 30 

environmental sounds in an open set paradigm.  There were no confusions that crossed

these categories: e.g., listeners did not mistake the sounds caused by a vibrating body

with those caused by liquids

For vibrating solids, the best understood type of event, the sound produced is

affected by various aspects of the type of interaction and the nature of the object involved

(material, configuration).  Gaver grouped these factors by their effects in either the
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Figure 1-2.  Gaver’s hierarchical description of basic sonic events, from Gaver (1993a),
reprinted with permission of the author.

temporal or frequency domain, listed in Table 1-1.  In general, this grouping agrees with 

 Vanderveer’s and Warren & Verbrugge’s assertion that attributes of the object affect the

frequency content of a sound, whereas attributes of the interaction affect the temporal

structure, although it is more detailed and complex.

The acoustics of aerodynamic events and events involving liquids are not as well

known, according to Gaver.  Liquid-based sounds are generated by the formation and

change of resonant cavities in the surface of the liquid.  Factors which affect the resultant

sound are the viscosity of the liquid, the size of the cavity and the speed with which it

collapses, the latter two of which are determined by the size, shape and mass of the object

causing the cavity.  In aerodynamic events, the volume of gas involved, the speed with

which it moves, and the density of the gas will all affect the nature of the sound.  For both

of these types of events it is not as easy to categorize the factors in terms of effects in

either time- or frequency-domain.

Based on the physics of sound-producing events and listeners’ description of

sounds, Gaver proposed a hierarchical description of basic ‘sonic events’, shown in

Figure 1-2.  From these basic level events, more complex sound sources are formed, such
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Figure 1-3.  Gaver’s ‘map’ of environmental sounds, with the three basic sources at the
corners, basic sound-producing events in bold and relevant attributes in italics.  From
Gaver (1993a), reprinted with permission of the author.

as patterned sources (repetition of a basic event), complex sources (more than one sort of

basic level event) and hybrid sources (involving more than one basic sort of material).

Combining these complex sounds, Gaver developed a ‘map’ of environmental sounds,

shown in Figure 1-3, which has the basic events on the outside and more complex ones in

the center, showing the various interactions of type of material and type of event.

Gaver’s taxonomy is well thought-out, plausible and fairly comprehensive, in that

it includes a wide range of naturally-occurring sounds.  Naturally there are some that are

excluded–the author himself mentions electrical sounds, fire and speech.  In addition,

since the verbal descriptions were culled from a limited sample of listener responses, one
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must be tentative in generalizing them to a wider range of sounds.  Nevertheless, as a first

Term Effect Event Attribute

Φn initial amplitudes mallet hardness; force or proximity

e-δnt damping material

cosωnt partial frequencies size; configuration

Table 1-2.  Parameters in an impact and their corresponding physical attributes.  From
Gaver (1993b).

pass it is a notable effort at providing an overall structure to the myriad of different

environmental sounds.  A different attempt at determining the perceptual space of

environmental sounds, using similarity ratings,  is described in Chapter 2.

In a companion paper (Gaver 1993b), titled ‘How Do We Hear in the World?’ the

author attempted to determine the acoustic patterns that correspond with sound-producing

events and their attributes.  Rather than taking recorded sounds and analyzing them, as

Freed (1990) and others did, he started from a standpoint of synthesis–developing

algorithms that would generate realistic sounds and examining the algorithms for

parameters that would reflect attributes of the events that produced the sounds.  His

algorithms were generally based on the physics of the event.

For example, to generate an impact sound, Gaver took what was known about the

acoustics of struck objects and generated an equation which described exponentially

decaying sounds:

G(t)  =  Σn Φn e-δnt  cosωn t

Three parameters in this equation, listed in Table 1-2, have effects on the output sound

analogous to attributes of the event.  By choosing appropriate values for these parameters
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a wide variety of sounds were generated which varied along the perceptible dimensions

of the basic sound-producing event.  However, the author did not test these sounds, or

any of the others mentioned in this paper on listeners in controlled conditions; the

judgments of whether  a sound ‘seemed right’ were based on his own observations or

those of casual observers.   Nevertheless, this is a plausible model given what is known

about the acoustics of impacts and listeners’ responses in studies such as Freed’s.

Gaver detailed a number of other examples of synthesizing sounds, with varying

degrees of success.  They will not be described in detail here, although they are all

plausible as models of listening and  interesting (the author synthesized the bouncing and

breaking bottles of Warren and Verbrugge using a series of impact sounds to good

effect).  The larger point is that it is possible to specify acoustic attributes for a wide

variety of environmental sounds which are invariant across either the source object or the

event (and thus are informative of attributes of the source or the event) and to incorporate

these into synthesis algorithms.  It is also possible that these algorithms can be research

tools in that they can generate hypotheses about listening rather than just confirm them. 

In the process of synthesizing bouncing and breaking bottles, Gaver used material

parameters which specified wood rather than glass (e.g., greater damping) and used a

temporal pattern indicative of a breaking object.  The result sounded to Gaver like several

objects being spilled rather than a breaking one.  This could be because in our experience

wood does not break in the way glass does, and so the inconsistency causes the

perception of a completely different event altogether.
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The studies that have been grouped here under the ‘Event Perception’ heading

have generally shared the perspective that the acoustic signal is informative about the

physical events which generated it, and they have seem to have shown some acoustic

properties listeners use both for identification of sources and in making judgments about

source properties.  However, it seems that there is a wide array of different acoustic

features to which listeners attend.  While this is certainly possible, parsimony would

suggest that listeners do not have a potentially infinite variety of strategies for listening to

an effectively unlimited category of sounds.  What is more plausible is that for everyday

listening, listeners have a limited number of acoustic properties that are attended to

(which of course may vary from situation to situation) and these are selected based on

more cognitive factors such as expectations for a particular situation.

IV. Howard, Ballas and colleagues

There has been a body of research on environmental sounds which uses methods

from each of the three previously mentioned approaches.  Largely the efforts of two

investigators, James Howard and James Ballas, it began (as did some of the other

semantic rating studies) with a very practical goal: enabling sonar operators to perform

their job better.  Initially, this line of research drew more from the cognitive tradition, but

it came to have a stronger connection with the event perception school.

One of the first studies, Howard and Silverman (1976), took as a starting point the

feature extraction model of Mattingly et al (1971), in which what is necessary for an

auditory percept is the presence of certain distinctive features in the acoustic signal.  In a

previous study, Webster et al. (1973) had attempted to determine some of these
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distinctive features using 16 laboratory-generated complex sounds that were

combinations of binary values on four dimensions: fundamental frequency (90 or 140

Hz), waveform (square or triangular), number of formants (one or two) and formant

frequency (high or low).   The authors had listeners learn fictional labels for these

attributes, such as a warship or nuclear vessel.  Although the overall p(c) was quite low

(18.8%, with chance at 6.7%) the confusion matrices showed source characteristics

(fundamental frequency and waveform)  were more discriminable than formant

parameters (frequency and number).

Using similar stimuli, Howard and Silverman (1976) gathered similarity ratings

for each pair of sounds, and then applied the INDSCAL procedure,  a variety of MDS

which yields both the shared underlying dimensions and weights for each individual

subject on each dimension.  A three-dimensional solution was obtained in which the 1st

dimension correlated almost perfectly (r = 0.99) with the difference in fundamental

frequency (which the authors related to pitch); the 2nd dimension correlated extremely

well (r = 0.90) with the difference in waveform (analogous to ‘tonal quality’ in the

authors’ estimation); and, the 3rd dimension had moderate correlations with formant

frequency and number of formants (r= 0.62 and 0.61, respectively).  These findings

seemed to confirm the Webster et al. results.

However, there were large individual differences, as reflected by saliency weights

for each subject which showed how much each listener relied on a particular dimension. 

Some listeners seemed to rely almost exclusively on the first dimension, whereas other

de-emphasized the 1st dimension and instead emphasized dimensions 2 & 3.  A post hoc
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division of listeners into musically experienced and musically naive showed that nearly

all the musically experienced listeners relied heavily on Dimension 1 (the pitch-like

dimension), whereas musically naive listeners were fairly evenly divided on which

dimension they used.

In a follow-up paper, Howard (1977) used naturally occurring sounds because,

unlike the well-defined parameters of laboratory generated sounds, “. . . the physical

structure of real-world complex sounds is typically neither well-understood nor simple,”

and as a result the physical dimensions attended to by listeners might be not be easily

predicted.  Listeners rated the similarity of eight underwater sounds recorded from the

hulls of Navy vessels, such as cavitation sounds, engine noises, and rain.  Using

INDSCAL, a two-dimensional MDS solution was obtained, the first dimension of which

correlated highly (r = 0.91) with an acoustical variable, the amount of bimodality in the

spectra of the sounds (the sounds with bimodalities were described by the listeners as

‘sounding like two sounds’).  The second dimension seemed to reflect the presence of

low frequency (< 1 Hz) periodicities in the sounds.  

The salience weights from the INDSCAL solution indicated a slightly higher

overall salience for the first dimension, but as in the previous paper, there were

significant differences between musically experienced and inexperienced listeners. 

Musically naive listeners overwhelmingly emphasized the first dimension, which

reflected spectral shape, over the second, which corresponded to periodicity in the

waveform.  However, musically experienced listeners placed a somewhat greater

emphasis on the second (periodicity) dimension.  This is noteworthy because in the
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previous paper, the spectral dimension was the one that musically experienced listeners

tended to weigh more heavily in making their judgments.  The authors did not conjecture

on the possible implications of these two findings.  

Even though Howard used naturally occurring stimuli that were more complex

than the laboratory-generated sounds he used in the previous paper, he still found that

listeners attended to only a few relatively simple acoustic features in making similarity

judgments.  A couple of caveats must be noted before one is tempted to conclude that

naturally occurring sounds are no different than laboratory-generated sounds:  

• The features attended to by the listeners were not consistent across the two types

of sounds used in the two studies, which may indicate that listeners focus on

whatever acoustic dimensions make the sounds most discriminable.  In a later

study involving classification of simulated propellor sounds, Howard and Ballas

(1983) found that listeners seemed to shift their attention to focus on the

perceptual dimension that would result in optimal performance on the

classification task.

• The range of sounds which can be heard from the hull of a naval vessel is still 

circumscribed, in comparison to the sounds that humans encounter in everyday

life (it would be  strange, for example, to hear a dog barking underwater).  As

shall be shown later, when a larger range of environmental sounds is used, the

acoustic features attended to by listeners in judging similarity become difficult to

ascertain.
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In 1980, Howard and Ballas examined the role of syntactic and semantic factors

in classifying environmental sounds.  Inspired by speech research that showed the

contributions of ‘top-down’ or knowledge-driven versus ‘bottom-up’ or data-driven

processing in speech perception, they were interested in discovering if such constraints

held for non-speech processing as well, using an artificial grammar which specified

acceptable and non-acceptable sequences of sounds.  

In the first experiment, five pure tones comprised sequences of sounds from

which the experimenters constructed a ‘grammatical’ target set of sounds (using a simple

finite-state generator) and a non-grammatical target set (as well as a non-grammatical

non-target set).  Two groups of listeners learned the target sets: one group learned the

grammatical target set (the G group; they were not told what the rules were) and another,

the non-grammatical set (the NG group).  Not surprisingly, the G group learned the target

set much more easily than the NG group, as measured by their respective mean d’ of  3.0

and 1.5, respectively.  When presented with novel patterns, the G group again performed

much better than the NG group, with a mean d’ of 1.55 vs. -.13.

In the next experiment, five short (82 ms) environmental sounds (a drill sound, a

clap, steam hissing, a hammer striking metal, two pieces of wood being clapped together)

were used in place of the tones and again were constructed grammatical and non-

grammatical target sets (using the same finite-state generator for the grammatical set). 

Presenting these to a new set of listeners, it was again found that the G group learned the

target set much more easily, but the level of performance, mean d’ = 1.51, was lower than

that of the G group who heard pure tones (mean d’ = 2.06).  This pattern carried over to
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the results of hearing novel patterns, with the G  group which heard environmental

sounds achieving a mean d’ of 1.13, which is much lower than the G group which heard

pure tones (d’ = 1.55).

So, it seems that in this case using sounds with some meaning to the listeners

actually hampered learning of a grammar using those sounds.  The authors theorized that

“the semantic cues . . . may be distracting when the overall pattern does lend itself to an

interpretable semantic analysis.”

In a third experiment, listeners were again presented with the environmental

sounds in either grammatical or ungrammatical patterns, but half of the listeners in each

group were read a paragraph that would suggest a schema or theme for the patterns, e.g.,

“All of the individual sounds will relate to water or steam.”  These listeners were referred

to as the S, or Semantic instruction listeners, so there were four groups: G/S, G/NS, NG/S

and NG/NS.

Again, the listeners who learned grammatical target patterns performed better

than the ones who learned non-grammatical patterns; however, the ones who had

Semantic instruction did not perform better overall than those who did not.  Within the G

group, the S listeners learned significantly better than the NS listeners.  Within the NG

group, it was reversed, with the S listeners performing worse than the NS listeners,

although the difference was not significant.  In addition, the G/S performed significantly

better than the NG/S group.  This is consistent with the earlier theory about the

distracting effects of semantic cues and led the authors to conclude that such cues “can

enhance performance only for semantically interpretable patterns.”  In the no-feedback
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test block, when listeners were presented with novel sequences, the results were

consistent; listeners who heard grammatical patterns performed better than ones who

heard non-grammatical patterns, but there was no effect of semantic instruction.

In accounting for these results, the authors proposed an explanation based upon

schema, or script theory from the field of Artificial Intelligence.  When the listeners were

given an explicit scenario, it resulted in a strong  ‘top-down’ influence because the

listeners were trying to fit the sounds into the scenario, so there was a great deal of

facilitation for grammatical patterns and somewhat less inhibition for non-grammatical

patterns.  Ballas and Howard likened this to the facilitation effects of words in sentences

(although that is a much more robust effect).

In 1991, Ballas and Mullins attempted to more precisely determine the

complicated effects of context, based again upon the notion of a schema.   In these

studies, the stimuli were pairs of test sounds that were discriminable but had been

frequently confused in previous studies, calling these ‘nearly homonymous’ (NH) sounds

(for example, a fuse burning and bacon frying).  These test sounds were embedded in

sequences of sounds that were provided a scenario, such as a match lighting, a fuse

burning, and an explosion.  The sequences were designed to be either consistent with the

true source of the sound, biased towards the other member of the test sounds pair (e.g.,

slicing food, chopping food and fuse burning), or random, to provide a control.  Listeners

selected which sound in the test pair had been presented from a pair of labels provided

for them.  (Note: they were not presented with a scenario before hearing the sequences.) 

To determine the baseline identifiability of the sounds, in a separate section of the study,
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the same listeners heard the pairs of NH sounds and had to state the order in which they

were presented.

The effect of consistent context significantly raised performance above that for  

both the biased sequences and the random sequences; however it did not improve

performance over that in the baseline (paired presentation) condition.  This may be

because there was a performance ceiling achieved in both the paired presentation and

consistent context conditions (~ 89% correct).   The authors concluded this is because

each of the sounds in the contextual sequence also needed identifying, and since

identification is not perfect, this would tend to reduce the beneficial effects of context.  

In a second experiment, listeners were provided with a short phrase describing the

scene they were about to hear, similar to what was done in the 1980 study.  This

presumably would eliminate the need to identify all the sounds in the presentation

sequence, and so get around the ceiling effect.  The stimuli and methods were the same 

as for the first experiment, except the random sequence condition was eliminated

(because it would be difficult to construct a phrase giving meaning to such a sequence).   

The results, however, showed no significant differences from the results of the first

experiment in any of the conditions.  The authors interpreted these two studies as

showing that “the only positive effect of consistent contexts is to offset the negative

effects of embedding a sound in a series of other sounds.”  This is similar to the

conclusion from Howard and Ballas (1980), and implies, somewhat surprisingly, that

context cannot help resolve an ambiguous signal.
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However, Ballas and Mullins realized that the 2AFC paradigm used may have

elevated performance, particularly in the paired presentation condition, which produced

the ceiling effects, whereas the beneficial effects of context may only be noticeable in an

open-set condition, more like everyday listening situations.  In Experiment 4, no labels

were provided for the listeners; they were simply asked to identify the sounds they heard. 

There were four conditions: listeners either heard the isolated sounds, or the sounds

embedded in sequences (Isolated vs. Embedded), and were either provided with a

description that was consistent with the target sound or biased towards the NH sound

(Consistent vs. Biased).  The hypothesis was that if top-down processing really helps

with identification, then the listeners in the Embedded/Consistent condition should 

perform better than listeners in the Isolated/Consistent condition, whereas the results

should be reversed for the listeners who heard Biased sequences.

In the open-set paradigm, as expected, overall performance was not nearly as

good as in the 2AFC paradigm (the best group only achieved about 73% correct).  Once

again, the listeners in the consistent descriptor condition performed better than in the

biased descriptor condition, but there was no difference for isolated sounds versus

embedded sounds.

Based on these four experiments, the authors were compelled to conclude that

context does not improve identification over that for isolated sounds; it can only

counteract the interference caused by presenting sounds in sequences of other sounds. 

This is not consistent with the findings on identification of words in sentences, so it
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appeared to the authors that “. . . the nature of listening to nonspeech sounds may be

substantially different to that of listening to speech sounds.”  

One can find many problems with their definition and operationalizations of

context, but those objections only point out how difficult it is to come up with a workable

definition of context.  Unlike with speech and music, there is no well-delineated

grammar, so it is not clear what sequences of environmental sounds could be considered

‘consistent’ or not (one can imagine scenarios, admittedly a bit implausible, in which

almost any sequence of sounds could occur).  Credit must be given to the authors for

attempting the task in the first place.

As may be surmised, Ballas and colleagues were motivated by a desire to treat

environmental sounds as a language, with syntactic as well as sensory constraints, both of

which contribute to the semantics of a sound.  In “Interpreting the language of

environmental sounds” (Ballas and Howard, 1987) the authors explicitly delineated what

they considered to be the top-down and bottom-up processes involved in perception of

environmental sounds.  The top-down constraints include the temporal structure in

sequences of sounds (what was termed ‘syntax’ in Howard and Ballas, 1980) and the

expectations based upon schema.  (Although this paper appeared before the 1991 Ballas

and Mullins paper which empirically tested the effects of schema.)

As examples of  bottom-up constraints they listed acoustic features such as

temporal patterning, pitch, and timbre, which were gathered from their previous work and

the work of Vanderveer, Warren et al., and Bregman.  In addition, they include as

bottom-up constraints some previously unexplored non-acoustic features such as
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frequency of occurrence (based on word frequency effects) and causal ambiguity, which

is the uncertainty based on the number of different possible causes for a sound (i.e., the

number of nearly homonymous sounds).  They claim there is ‘no practical way’ to study

the occurrence frequency (although they make an attempt in a later paper, explained

below) but they posit a quantitative measure for causal ambiguity, Hj, based upon

information theory.  First, the sounds are sorted into categories of similar events, and the

value Hj is calculated, which is the sum from 1 to n of  -p(ci) * log2 p(ci),  where n =

number of event categories in the sorting for sound j, and p(ci) = the proportion of

responses to sound j in category i.  It is useful to note the similarity between causal

uncertainty and what speech researchers term ‘lexical density’, in which identifiability of

a word is confounded by how many words are similar to it either in phonemic space or

semantic space.

Ballas and Howard tested the importance of this new measure in three separate

studies in which listeners identified a group of nine environmental sounds (similar to

those used in Howard and Ballas, 1980) and then rated their confidence in the

identification.  The responses of the group were sorted into categories of similar sounds

by the listeners, and the entropy for each event calculated.   In each study the confidence

ratings for each event correlated moderately to highly (r = -0.63 to -0.89) with the

entropy, showing that the certainty of identification decreases with the number of

possible causes for a sound.

The major weakness in this theory is the assumption that perceptual (as opposed

to physical or acoustic) categories of ‘similar’ sound producing events actually exist
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(outside of explicit instructions to create them) and are influential.  As is shown in

Chapter 2, similarity ratings of a large set of environmental sounds yielded definite

clusters but no hard boundaries between clusters.  Nevertheless, it makes intuitive sense

that humans have some a priori  conceptions of the possible causes of a sound which

influence the identification (although many scientists would not necessarily term this a

‘bottom-up’ mechanism).

Some further empirical tests of the influence of causal uncertainty came in Ballas

(1993), which combined several experiments under the title ‘Common factors in the

identification of brief everyday sounds.’  In the first experiment was tested the relation

between entropy, as defined earlier, and reaction time for identifying various

environmental sounds.   Previous work (Ballas, Sliwinski & Harding, 1986) had found

that the time necessary to identify a sample of 41 environmental sounds was a log

function of the number of alternative sources available.  The issue of interest in this

experiment was whether the cause of this extra time was peripheral (the time necessary

for extended auditory analysis of the sounds) or cognitive (consideration of various

alternatives).  To determine this, numerous acoustic features of the 41 sounds were

extracted, including moments of the waveform (mean amplitude, RMS), spectral

properties (harmonics, spectral skewness), and temporal properties (duration, number of

bursts, ratio of burst duration to total duration).  Note that the sounds used did not include

animal vocalizations or musical instruments playing, and they were all indeed  brief, with

a maximum duration of 625 ms.
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 The listeners were asked to identify the event in an open-set paradigm, and then

to rate their familiarity with the event. The sorting of sounds in categories was not done

by the listeners, but by judges who had not taken part in the study.  The entropy (H) as

well as the numerous acoustic features for each event were correlated with the accuracy

of responses and the response time.  The response time was highly correlated with H (r =

0.89) and moderately with p(c) (r = -0.72), but p(c) ranged from 0.04 to 1.00, meaning

there were some sounds that were almost never correctly identified.  None of the acoustic

features correlated as strongly; the highest correlations were between the presence of

harmonics and response time (r= -0.53) and presence of harmonics and p(c) (r = 0.55). 

When three acoustic features (presence of harmonics, spectral skewness and burst

duration/total duration) were combined in a multiple regression solution, 45% of the

variance in the response time was accounted for ( r = 0.67).  So although entropy seems

to be the stronger factor in response time for identifying environmental sounds, acoustic

features (and therefore presumably the need to analyze them) play a role.

In the 1987 paper, Ballas and Howard mentioned that the frequency of occurrence 

of sounds (ecological frequency) may affect perception in a manner similar to word 

frequency.  In the second experiment of the 1993 paper, Ballas attempted to quantify

ecological frequency.  In a rather novel methodology, volunteers (all students) wore a

beeper that would signal at random times during the day, and when it did, they were

instructed to write down the first sound (excluding speech or music) they heard, along

with the location and time.  1,185 sounds were reported, over half of which were reported
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at home, and most of them occurred between 10:00 AM and 7:00 PM.  A listing of the

ten most frequent sounds is included in Table 1-3.

Twenty-two of the sounds mentioned in the ecological frequency study had been

used in the first experiment.  The correlation between ecological frequency and the

 response times for these sounds was significant, but weak (r = 0.42), partially because

the distribution of the ecological frequencies was heavily positively skewed (most of the

values were between 2 and 10).  However, when ecological frequency was combined in a

multiple regression solution with three of the acoustic factors measured earlier (presence

of harmonics, spectral centroid, and burst duration/total duration) 75% of the variance in

the response times was accounted for.

It appears  that the response time for identifying these sounds is at least somewhat

Event Frequency

Heater/AC Blowing Air 56

Typing 47

Highway traffic 35

Footsteps on a hard surface 33

Car engine running 32

Clock ticking 30

Paper rustling 29

Telephone ring 29

Refrigerator running 24

Airplane 20

Table 1-3.   Environmental sounds and their ecological frequency, from Ballas (1993).
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dependent on a combination of perceptual factors (details of the waveform) and more

cognitive factors (ecological frequency, which may have some relationship to

familiarity).  It should be pointed out that there was a modest but significant correlation (

r = 0.43) between ecological frequency and H.  This is somewhat understandable; the

more frequently an auditory event occurs, the more opportunities a listener has to learn

the salient details that distinguish that event and so theoretically would be less confused

by homonymous sounds.  However, that presupposes listeners are paying attention to

these sounds.  Since many of the most frequently occurring sounds were what may be

termed ‘background sounds,’ such as air conditioners or traffic, that assumption may not

be warranted.

Examining the identification times data qualitatively, Ballas noted that they

seemed to vary categorically; signaling sounds (car horns, telephone) seemed to have

short response latencies whereas water related (drips, flushes) sounds had longer ones. 

The basis for these categories was presumed by the author to be ‘higher order’ perceptual

cognitive judgments about the sounds, similar to the judgments elicited by the semantic

differential method detailed earlier.  In the next study, ratings on 18 scales for the group

of 41 sounds were obtained.  The judgments requested were based on several different

dimensions: some were strongly related to timbre of the sounds, similar to those used by

Solomon and others, such as soft-hard, loudness, and clarity.  Other judgments were

related to the identification process: the identifiability of the sounds, how necessary

context was to identify an event, or how easy it was to visualize or verbalize the event. 

Others focused on post-identification process, such as listeners’ estimates of how many
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different events could have caused the sound, whether the listener had a mental

stereotype for the sound, and how closely the ‘meaning’ of the sound was tied to the

acoustic properties of the sound.

Several of the rating scales correlated with acoustic properties of the sounds. 

Power correlated significantly with several, including loudness, hardness and

unpleasantness ( 0.33 < r < 0.49), which is to be expected from the earlier works.  The

highest correlation, r = 0.63 was between the relaxed-tense scale and the power in an

octave band centered at 2500 Hz (more power meant less relaxed), which is also

indicated by some earlier works.

A principal components analysis (PCA) yielded three factors that accounted for

87% of the variance.  The first factor was composed of ratings that were highly correlated

with the identifiability ratings, such as the ease of forming a mental picture of the event,

the context independence of the event, the similarity of the sound to a mental stereotype,

and the ease of verbalization of the event.  This was the only factor whose loadings for

each event correlated with the identification time, H, and accuracy for those events.  The

second factor consisted of the sound quality ratings, and the third factor ratings of

‘oddity’ of the sound (such as how many similar events could have caused a sound, and

the number of similar sounds).

A hierarchical cluster analysis was performed with the factor scores as the

clustering variables.  Four major clusters were produced, with distinct type of sounds in

each cluster.  The first cluster largely consisted of water-generated or water related

sounds (drip, splash, boat, foghorn) which generally had low ratings on the sound quality
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scales (soft, dull, relaxed).  The second cluster had most of the signaling sounds

(telephone, doorbell) and generally high scores on the sound quality scales, as well as

being easily identifiable.  The third cluster had sounds which were not very identifiable

and included several door sounds as well as various modulated noise sounds such as

bacon frying.  The fourth cluster had several sounds with two or three transient

components (light switch, stapler, door knock) and generally low ‘oddity’ scores.  It

appears that the listeners tended to cluster sounds on a combination of acoustic properties

and event-related properties, although as pointed out, the two will tend to covary.

Ballas and colleagues’ work is important for several reasons.  They investigated

aspects of environmental sounds, such as context, causal uncertainty and ecological

frequency, which had not been investigated before.  And they have tried to fit the

perception of environmental sounds into a general cognitive framework, in which the

sounds are processed in a similar fashion to speech or visual objects.  While this is

admirable, the distinction they draw between perceptual analysis of environmental

sounds (extracting higher order acoustic features) and cognitive analysis (determination

of the cause of the sound) is unsupported.  Certainly the extraction of higher order

acoustic features such as moments of the spectra, or the ratio of bursts to total duration, is

not performed at the cochlear level, so to call it less of a cognitive process is something

of a misnomer.   The analogy to vision is instructive; it seems various features, such as

motion, are extracted fairly early in the visual nervous system; however, that does not

stop researchers from including those in a cognitive view of vision.  It makes sense that if

the envelope and spectrum of the sound wave were tightly bound to the type of event
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which produced it, then the identification of the event would occur as the acoustic

features of the wave are extracted, not at some other point.

So, in general the research on environmental sound perception, though

unsystematic, has shown that:

• Listeners are very good at  rapidly identifying a large number of environmental

sounds, as well as specific physical properties of the source of the sound.

• There are large differences across the sounds in both identification accuracy and

rapidity.  Some of this is due to acoustic factors (properties of the waveform),

some due to more central factors (learning, context, causal uncertainty).

• The acoustic and cognitive factors are not wholly separable.  Many semantic

judgments about these sounds are closely tied to acoustic properties.  Further,

there seems to be enough information in the waveform to allow judgments about a

wide variety of physical attributes of the source of an auditory event, which can

aid in identification.

• Because these sounds have meaning, they seem to have some sort of

psychological structure, if not exactly a grammar and syntax, which also affects

identification.

V. Psychophysically-oriented studies

Few of the studies mentioned earlier would be considered classical

psychophysical studies; none tried to determine the thresholds for detection,

identification or discrimination of environmental sounds.  One of the requirements of a

good psychophysical study is to be able to describe the energy in the stimulus precisely
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enough to be able to vary some aspect of it systematically.  Since environmental sounds

are so variable in terms of RMS, spectral content, and temporal structure (much more so

than speech, as noted in the Introduction), it is difficult to determine what the listeners

are attending to.

There are some known statistics for the class of sounds as a whole: studies of

“noise” in various situations (classrooms: Hodgson et al., 1997, offices: Horn, 1941)

have generally found that the spectrum of summed background sounds rolls off (declines

in amplitude) according to a 1/f function, somewhat similar to pink noise.  Attias and

Schreiner (1997) examined low-order statistics for speech, environmental sounds and

music gathered from samples on CD sound effects.  They found that the power spectra

rolled off according to a modified power law:     

S(ω) = 1/(ω0
2 + ω2)α/2

where S(ω) is the amplitude of the spectrum at frequency ω, α ranges from 1.0-2.5, and

ω0 specifies the  f at which the rolloff begins.  The rolloff value is higher for speech than

music or environmental sounds.  Note that the 1/f spectral rolloff mentioned above is a

special case of this general law. Chapter 6 has a further comparison of the spectra of

speech and environmental sounds and the effects of spectral composition on

identifiability.

Attias and Schreiner also found the amplitude distributions for all three types of

sounds could be fit by a parametric function, which decays rapidly at higher amplitudes

but less so at lower amplitudes.  This implies that there are more extremely soft sounds

than extremely loud sounds in all three groups (fortunately for our ears) and the large
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dynamic range of naturally occurring sounds is due more to the abundance of soft sounds

rather than loud sounds.  The amplitude distribution for environmental sounds, however,

had a slight bimodality, suggesting “the presence of two sound types,” although the

authors do not suggest what those sound types might be.

One of the few works which examined the resolving power of the auditory system

for environmental sounds was Myers, et al., (1996).  The authors obtained detection and

identification in the quiet and in broadband noise for twenty-five environmental sounds. 

The goal of this study was to see if sharply-filtered environmental sounds could be used

as a substitute for pure tones in determining audiometric profiles for children and clients

with limited attention span, since it is difficult to get these groups to focus on pure tones

for even a short period of time.

The stimuli were twenty-five environmental sounds taken from sound effects

CDs.  Included were animal vocalizations and musical instrument sounds along with

other naturally occurring sounds.  Each sound was octave-band filtered at one of a

number of center frequencies (CFs), ranging in octave steps from 250 Hz to 4000 Hz. 

These are standard audiometric frequencies, with the omission of 8000 Hz.

The stimuli were presented either in the quiet or in a background of 60 dBA

multitalker noise.  Detection and identification thresholds were obtained from adult,

normal hearing (NH) listeners for the sounds both in quiet and in noise, as well as

detection thresholds for pure tones at the center frequencies of the filters both in quiet

and noise.  Identification thresholds were obtained because the authors hypothesized that

young children might not respond to a low-level stimulus, even if they heard it, unless
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they recognized it, so for some sounds it may be necessary to substitute the identification

threshold for audiometric purposes. The detection thresholds were obtained using a

maximum-likelihood 2AFC adaptive threshold procedure and the identification

thresholds were obtained using 3-up 1-down Levitt tracking in a 25AFC paradigm.

The mean detection and  identification thresholds in dB SPL for the sounds are

summarized in Table 1-4.

The mean difference between the thresholds in quiet and noise for both detection

and identification were similar, 18.74 dB and 19.62 dB (and both not too far removed

from Fletcher’s constant ratio for perceiving a tone in noise), although it should be noted

that in all the results reported in this study the effects of the noise were greatly reduced at

4 kHz.  The authors attribute this to the lack of masking energy in the multitalker babble

at that frequency.  The correlation between the identification thresholds in the two

conditions was high, r = 0.84.  The correlations between the detection and identification

thresholds in each condition were also high, r = 0.89 in the quiet, and r = 0.90 in noise

(Figure 1-4).

Collapsed across the filter types, the detection profiles for the environmental

sounds in quiet and noise were similar, and both resembled a standard audiometric profile

in that the highest thresholds were for sounds filtered at 250 Hz and the lowest at 1000

Hz (although the difference between the two CFs was small, about 4 dB).  Most

Detection Identificatio

n
Quiet Noise Diff. Quiet Noise Diff.
11.52 30.25 18.74 22.10 41.71 19.62
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Figure 1-4.  A summary of thresholds by experimental condition from Myers,
et al.  Printed with permission from the authors.

Table 1-4.  Mean detection and identification thresholds from Myers, et al., 1996

 importantly for this study was that at each CF there were at least two sounds with

thresholds both in quiet and noise that were within 2dB of the pure tone thresholds.  So,

the authors concluded that sharply-filtered environmental sounds can be used as a

substitute for pure tones in determining audiometric profiles.  
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As to what this study reveals about perception of environmental sounds in

general, these data are quite orderly and show results that would be expected based on

speech

research, such as the relation between detection and identification and the performance in

quiet versus in noise.  However, generalizing results from this to everyday listening

situations may not be warranted.  The sharp filtering (40 dB/octave) needed for the

purposes of this study may have had the dual effect of rendering some sounds more

detectable against a background of noise (because they have a sharper spectral peak), and

making some sounds less identifiable (because some of the salient information may be

lost).  In the next chapter are detailed psychophysical studies on detection and

identification in noise which used unfiltered sounds.
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Chapter 2

Related work in the Hearing and Communication Laboratory at Indiana
University

The research described in this chapter is work in which the author participated

and provides a background for the studies in Chapter 3-5, which are the focus of the

dissertation.

The Hearing and Communication Laboratory (HCL) at Indiana University has a

long history of work with complex sounds.  For many years the focus was on laboratory-

generated sounds, often ten-tone patterns in which the component tones were generally

brief (phoneme length, i.e., 40 ms) and the research interest was in how finely listeners

can hear out changes in one component of the pattern, such as a change in intensity,

frequency or duration.  Reviews of this body of work can be found in Watson & Foyle

(1984), Watson (1987), and Watson & Kidd (1997).  Some of the most pertinent findings

in relation to environmental sound perception are:

• A strong effect of temporal position (changes later in the pattern are resolved 10-

100 times more accurately than those earlier in the pattern).

•  An effect of uncertainty as large as 40-50 dB.  When a listener’s task requires

that auditory attention be distributed over the whole tonal sequence, resolving

power for changes in an individual component of sequence is highly degraded

(for example, 50-60% changes were required to notice a change in frequency).

However, when auditory attention can be directed to ‘meaningful’ components,

performance close to the thresholds for the same components in isolation can be
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achieved.  This is strongly in contrast to the minimal (1-2 dB) effects of

uncertainty in the detection of pure tones (Harris, 1951).

• The extended time course of auditory learning.  To learn to discriminate between

complex sounds requires a great deal of training, often weeks as opposed to hours

for tasks with pure tones.

• When the task requires resolving most, or all, of the temporal-spectral properties

of a complex sound sequence, performance appears to be limited by the

information content of the sequence rather than the total duration or the duration

of the individual components (Watson termed this ‘informational masking’).  This

empirical observation has been incorporated into a general model by Lutfi (1993),

according to which the informational capacity of a system puts limits on

discrimination performance.

Watson & Foyle (1984) wrote:

These results suggest to us that the peripheral auditory system is not
up to the challenge of discriminating between complex auditory patterns
without a good deal of ‘top-down’ help.  This sort of help is likely provided
by the large number of probabilistic relations (contingencies) that
experienced listeners employ to reduce the effective size of the possible
catalog of speech sounds that may be sampled at any moment during
ongoing discourse.

The question then arose: are sounds with some semantic content (i.e., meaning)

processed differently from meaningless laboratory-generated complex sounds?  It seems

that speech and music are processed differently (as discussed in the Introduction), but is

it also true for familiar, naturally-occurring complex sounds with meaning but without a

formal grammar?  Are there sufficient constraints to overcome the complexity of the
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acoustic signal?   A systematic study of environmental sounds was undertaken, which

began with the basic psychophysical issues: detection and identification.

I. Detection and Identification in Broadband Noise

Initially, a group of 25 environmental sounds were selected for study (list in

Appendix A).  The sounds were selected from high-quality sound effects CDs on the

basis of familiarity, identifiability in the quiet and pairwise discriminability.

The detection studies (Gygi, Watson, & Kidd, 1997) were performed under

conditions of minimal and high uncertainty, in the former case using Levitt tracking, in

the latter using “group tracking” (in which the stimulus levels are adjusted according to

the performance of all the subjects).  In both cases trials were presented in a 2AFC

format.  The sounds were equated for RMS (minus gaps of silence, as explained in

Appendix C) and mixed with Gaussian noise at EV/N (Event-to-Noise ratio) determined

by the tracking procedure.  In the minimal-uncertainty condition subjects knew which

sound was being tested on a given trial; in the high-uncertainty condition they did not

(although they were familiar with the 25 sounds which were to be tested).  

The results, shown in Figure 2-1, were very similar in the two conditions: under

minimal uncertainty, the detection thresholds covered a range from -21.73 dB Ev/N (for

Bubbles) to -11.29 Ev/N (for Cymbal), with all but those two falling within an 8-dB

range.  In the high uncertainty condition, the detection thresholds covered about a 12-dB

range, from -20 dB to -8dB, with all but two falling in a 7-dB range.  Once again,

Bubbles was the most detectable sound, and Cymbal was hardest to detect.   The mean

detection threshold was 0.93 dB higher in the high-uncertainty condition (more similar to



Page 80 Factors in the Identification of Environmental Sounds

Th
re

sh
ol

ds
 (d

B 
Ev

/N
)

-32

-28

-24

-20

-16

-12

-8

-4

Bu
bb

le
s

H
or

se
 ru

nn
in

g
Ba

by
D

og
C

ar
 p

ee
lin

g 
ou

t
C

at
Sp

la
sh

H
or

se
 w

hi
nn

yi
ng

W
at

er
 p

ou
rin

g
D

oo
r

D
ru

m
s

W
hi

st
le

R
oo

st
er

Bi
rd

Si
re

n
C

ow
Te

le
ph

on
e

C
ou

gh
Sh

ee
p

Tr
af

fic
 J

am
El

ec
tri

c 
Sa

w
H

el
ic

op
te

r
C

lo
ck

C
ar

 s
ta

rti
ng

C
ym

ba
l

Min. Uncertainty
High Uncertainty
Identification

Figure 2-1.  Detection and identification thresholds in noise for 25 environmental
sounds

the results for pure tones than to the findings for complex sounds), and the correlation of

the thresholds was 0.89 between the two conditions.  

The first identification study was part of a larger individual-differences study

(described below) and used the same 25 sounds presented at eight Ev/N levels in a 3AFC

format.  The particular options used on each trial were selected from a pilot study in 

which all the sounds were presented as alternatives. The two most confusable sounds in

each case were selected as foils for each stimulus. Thresholds were derived from the

psychometric functions.  
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The thresholds in each condition for all sounds are shown in Figure 2-1.  The

range of identification thresholds was much greater than that of the detection thresholds,

about 21 dB  from a low of -29.28 dB for Car Starting to a high of -7.8 dB for Cymbal. 

Detection thresholds are poor predictors of the identification thresholds; the correlation

of the identification thresholds with the minimal uncertainty thresholds was r = 0.25, and

with the high-uncertainty thresholds, r = 0.28.  The mean identification threshold, -19.04,

was 2.97 dB lower than the mean minimal uncertainty detection thresholds and 3.91 dB

lower than the mean high uncertainty detection threshold.  This reason for this somewhat

unusual finding can be explained by a number of sounds, such as Car Starting and Water

Pouring, for which the identification thresholds are 8 dB or more lower than either

detection threshold.

Why is there a group of sounds that appear to be easily identified at levels far

below those at which they can be detected?  Examination of the psychometric functions

revealed  flat functions, with performance never reaching chance in many cases, even at 

low Ev/N.  This may be due to response bias on the part of the listeners; when they

couldn’t hear any sound, they tended to select certain sounds more often than others (up

to 4x greater than chance).  The sounds in question tend to be more ‘noise-like’, e.g.,

Traffic Jam, Electric Saw, Car Starting, which may make it more tempting for a listener

to select those when they are unable to hear any sound in the noise (and of course they

will be right when the sound is actually present).

If response bias is truly a factor, then there should be some relationship between

how often a sound was selected at the lowest Ev/N and the threshold.  The correlation
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between the response values and the difference between the minimal uncertainty

thresholds and the identification thresholds is 0.64; sounds with the lowest identification

thresholds tend to be selected more often at difficult presentation levels, suggesting that

response bias is partly responsible for their extremely low identification thresholds. 

Modeling 

One goal of these experiments was to identify stimulus properties that listeners

attend to in the detection and identification tasks.  Perhaps the simplest strategy for

detection is one in which listeners select the stimulus with the greater overall energy

(frequently used for modeling the detection of pure tones in noise; Green and Swets,

1967).  Alternatively, some other salient acoustic feature, such as energy in a local

temporal or frequency region, or a particular temporal patterning of energy, may account

for the observed variations in the thresholds.  A further consideration is that the low

correlations between the detection and identification thresholds indicate that listeners

may be attending to different aspects of the stimulus in the two tasks. Several energy-

based models were applied in an attempt to explain the range of thresholds in each

condition.

A.  Temporal peak picker.  The first model was based on the assumption that the

listeners would have lower thresholds for those sounds having higher energy peaks,

particularly if the duration of those peaks was shorter than the maximum duration over

which humans appear to be able to perform temporal integration (ie, approximately 200

ms).  This model was tested by using temporal-averaging windows to create low-passed

versions of each of the waveforms.
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B.  Temporal peak picker w/cochlear filtering.  This model was identical to the first,

except that the waveform for each sound was first passed through the Moore-Patterson

gammatone filter bank (ten overlapping filters in equal-bark intervals from 100 to 5,000

Hz) and the output of those filters summed.  The summed waveform was then subjected

to the temporal-averaging process.

C.  Spectral-temporal peak picker w/cochlear filtering.  This model used the same

process as the second (B.), except that the maximum peak for each sound was selected

from the individual outputs of the ten gammatone filters, under the assumption that

listeners might simultaneously monitor the various frequency regions and respond to

strong peaks wherever they might occur.  Average levels of the peaks for the individual

filters were normalized by dividing each by its bandwidth.

D. Ideal signal detector.  Simulated detection and identification trials were run in which

the sound was correlated with both the Ev+N  stimulus, and with a freshly generated

sample of Gaussian noise.  A 2AFC paradigm was used, and the sample with the highest

correlation was selected as the one containing the sound.  The best performing models in

each condition are listed below in Table 2-1:

The best performance of any of the models was the temporal peak picker

w/cochlear filtering in predicting the high uncertainty thresholds, with a time constant

lasting the entire length of the sound, which is much longer than most estimates of

auditory temporal integration (<200 ms, Watson & Gengel, 1968).  This suggests that a

different type of temporal integration is used by listeners in this case, one that is more

than a purely peripheral process, but involves auditory memory across an extended
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CONDITION Best Performance
(r2); τ (time constant)

MODEL

Minimal Uncertainty
Detection

0.45; 160 ms Temporal peak picker w/cochlear
filtering

High Uncertainty
Detection

0.60;  >1028 ms Temporal peak picker w/cochlear
filtering

Identification 0.46; 1028 ms Spectral-temporal peak picker
w/cochlear filtering

Table 2-1.  Best performing model for each experimental condition

stimulus.  The ideal signal detector also accounted for the high uncertainty detection

moderately well, r = 0.68.

The model that best predicted the minimal-uncertainty thresholds was also the 

temporal peak picker w/cochlear filtering, but with a shorter time constant, about 160 ms. 

However, this model accounts for significantly less variance for minimal uncertainty than

it did for high uncertainty, so if it does represent a strategy used by listeners, it was used

less often when the uncertainty was lower.

The model that best predicted the identification data was the spectrally-weighted

time averaging window that looked for peaks in the frequency domain as well the

temporal.  Again the best time constant was quite long (1028 ms).  This suggests that

listeners pay some attention to salient features in the frequency domain over the whole

length of the sound.

In general, the modeling of the detection and identification showed that simple

energy-based models only accounted for around half the variance (and the cross-

correlation model accounted for even less).  However, these models only looked for

peaks in the spectral-temporal domain and it may be some more complex aspects of
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10 90 Difference
Test

Pitch  (DF, Hz) 48.52 2.97 45.55 Hz
Loudness  (DI, dB) 2.85 0.31 2.54 dB
Duration  (DT, msec) 83.01 7.01 76.00 msec
Pulse Train  (DT, msec) 25.33 3.81 21.51 msec
Embedded Tone  (T, msec) 67.82 9.83 57.99 msec
Temporal Order Tones  (T, msec) 129.55 22.40 107.16 msec
Syllable Sequence  (T, msec) 343.75 70.84 272.91 msec
Syllable ID [P(C)] 0.60 0.83 0.23 P(C)
Gap Detection  (T, msec) 18.08 0.50 17.58 msec
Gap Discrimination  (DT, msec) 23.82 4.25 19.57 msec
Ripple Discrimination  (Ripple depth, dB) -26.00 -2.00 24.00 dB
SAM 8  (Modulation depth, dB) -32.00 -19.10 12.90 dB

SAM 20 -42.61 -16.11 26.50 dB
SAM 60 -39.08 -15.78 23.30 dB
SAM 200 -36.51 -11.39 25.12 dB

Familiar Sounds  [(P(C)] 0.56 0.75 0.19 P(C)
Syllable  (S/N, dB) -3.91 -8.70 4.79 dB
Word  (S/N, dB) -6.89 -12.65 5.76 dB
Sentence  (S/N, dB) -6.69 -8.99 2.30 dB

Percentile

Table 2-2.  Range of performance for 340 normal-hearing adults on a battery of
auditory tests.  From Kidd, et al., 2000

spectral-temporal structure that listeners attend to.  Some of those issues are addressed in

later studies.

II. Individual differences 

It was mentioned that the identification thresholds were based on data that were

gathered in a larger study of individual differences in auditory processing (Watson, Kidd

& Gygi, 1996; Kidd, Watson & Gygi, 2000).  The project, which was first described in

Watson, et al. (1982), consists of a large battery of tests designed to cover both basic
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Figure 2-2.  Four-factor solution for the Individual differences data from Kidd et al.,
2000

psychophysical tasks (pitch discrimination, loudness discrimination) and much more

complex ones (Sinusoidally Amplitude Modulated (SAM) sound discrimination; syllable

identification).  One of the goals was to determine the range of performance for normal-

hearing listeners on these tasks.  The results, based on 340 listeners, are shown in Table

2-2.  Of interest, particularly in regards to Watson & Foyle’s comments on the necessity

of ‘top-down’ help in perceiving complex sounds, is the performance of the 10th

percentile of listeners on basic psychophysical tasks, such as pitch duration and temporal

order discrimination.  Based solely on those results, one might be amazed to find they

could understand speech at all.

One of the uses of a body of data such as this is that factor analysis can reveal

inter-relations among the auditory abilities.  A four-factor solution was obtained, which is
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shown in Figure 2-2.  Falling in separate factors are the non-speech discrimination tasks,

such as loudness and pitch discrimination, and the speech perception tasks.  Interestingly,

environmental sounds tend to load with the speech factor, implying that whatever

abilities make one good at speech perception can also be applied to environmental

sounds.  This is one of the few bits of evidence which link environmental sounds and

speech in terms of cognitive processing.

III. Similarity Ratings

Another approach used to study environmental sounds in the HCL is more

perceptually oriented than the detection and identification studies.  When dealing with

meaningful auditory sounds, the psychological space of these sounds needs to be

considered.  One way of determining the structure of this space is by gathering similarity

ratings of the sounds, and then using MDS procedures to uncover the underlying

dimensions. This technique has been used with some success in uncovering the acoustic

determinants of timbre for musical instruments (Grey and Moorer, 1977) as well as

acoustic correlates for source features (Lakatos, et al., 1997).

Alternative tokens of the twenty-five sounds used in the detection and

identification studies were selected, as well as twenty-five new sounds, with two tokens

of each of the new sounds.  These new sounds are listed in Appendix A. The two tokens

for each sound were selected to be as different acoustically as possible (based on the

experimenter’s subjective judgments) while still representing the same event, such as the

two different claps shown in the Introduction.

A. Acoustic similarity.  
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All 100 tokens were presented in pairs in the quiet to three listeners who rated the

similarity of each pair on a scale of 1 (least similar) - 7 (most similar).  The same scale

was used in all the similarity studies reported here.

The acoustic similarity ratings combine the perceived similarity of the acoustic

features of the sounds (what the listener actually heard) with the a priori knowledge of

both the sounds, and of the event that produced those sounds.  To determine the nature of

the knowledge listeners have stored in auditory memory two similarity experiments were

performed which did not involve listening to any sounds, each using new listeners.  

B. Sound image similarity (Imagined sound)  - This study was designed to determine

what listeners knew of the sounds themselves.  Pairs of labels for the fifty environmental

sounds used in the acoustic similarity study were presented. The instructions were:

“Make similarity judgments based on your memory or knowledge of these sounds.” 

C. Source image similarity (Imagined event) - This study investigated listeners’

perceptual space for the events that produced the sound.  Pairs of labels for the fifty

events were presented to listeners (they were the same as the labels used for the sounds in

the previous study).  The instructions were: “Make similarity judgments based on how

similar these events are compared to all the other events in the list”.

Note that the only difference between these two studies is in the instructions

given to the subjects.

D. Results 

 An interesting result from the acoustic similarity study was that with few

exceptions, the two tokens for each sound were judged as being  more similar to each
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other than any two tokens from different sounds.  So, even though the same event can

give rise to  different sounds in different conditions, the sounds produced by the same

event tend to be more like each other than sounds produced by different events.

An MDS solution was derived from the similarity data from each study.  The

three 2-dimensional solutions are included in Figure 2-3.

The three solutions are  similar in many ways.  There seem to be significant

 clusterings that are preserved - animal sounds, more rhythmic sounds (clapping, ping-

pong balls bouncing), and water-based sounds tend to cluster.  However, unlike Gaver’s

(1993) taxonomy, there were no clear-cut boundaries between the groups.  Rank order

correlations of the X and Y axis across the three solutions ranged from 0.70 to 0.95,

confirming that the orderings were consistent across the three solutions. 

E. Modeling

If the solutions are roughly equivalent, does that imply that similarity is largely

based on knowledge of the sound, since one of the similarity rankings did not involve

sound at all?  One way to answer this would be to find meaningful interpretations for the

dimensions.  If the dimensions are all based on semantic content, one would not expect to

find acoustic variables that would account for the ordering on either of the dimensions in

any meaningful way.

Over twenty acoustic variables were measured, gathered from a number of

different sources, which are listed in Appendix B.  The values of all these variables were

correlated with the ordering of the sounds on both Dimensions 1 and 2.  Based on the 

clusterings, it was hypothesized that some measures of ‘pitchiness’ or harmonicity might 



Page 90 Factors in the Identification of Environmental Sounds

SOURCE IMAGE SIMILARITY
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Figure 2-3. 2-D MDS solutions for all three similarity studies.
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VARIABLE r with Dim. 1 Multiple Regression Summary

Spectral SD -0.476 Dimension 1

Mean salience  0.718 R= .812 R²= .659

SD Centroid Vel. -0.542

Table 2-3. Best correlations of the 1st dimension of the Auditory Similarity MDS solution
with acoustic variables.

account for the ordering on the first dimension.  Dimension 2 is not quite so 

straightforward, but it was thought that some measure of rhythmicity might account for

the variance on Dimension 2.

The highest correlations for the Dimension 1 values (listed in Table 2-3) were

with  measures of spectral spread, such as the standard deviation (SD) of the spectrum,

the SD of the centroid velocity (both negative), and most tellingly, a strong positive

correlation (0.72) with the mean salience.  Salience, as defined by Malcolm Slaney

(1994) is a measure of confidence in the pitch of a signal (a fuller discussion of salience

is in Chapter 5).  When the three measures are combined in a multiple regression

solution, R = 0.81, which accounts for about 66% of the variance in the ordering on

Dimension 1.  This is in contrast with Vanderveer’s (1979) findings that temporal

patterning was the stronger determinant of similarity, but similar to Howard and

Silverman’s (1976) MDS solutions for similarity judgments of artificial sounds, in which

the first dimension correlated almost perfectly with the fundamental frequency of the

sounds. 

For Dimension 2, the correlations were not nearly as high, although several were 
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VARIABLE r with Dim. 2 Multiple Regression Summary

Spectral Mean*  0.380 Dimension 2 (variables with*)

Max. Autocorrelation Peak*  0.364 R= .694 R²= .482

Mean Pitch  0.326

Energy in Fc = 3200 Hz  0.298

Pause-Corrected RMS/LT RMS* -0.289

Energy in Fc = 4032 Hz  0.282

Number of Peaks*  0.256
Table 2-4. Best correlations of the 2nd dimension of the Auditory Similarity MDS
solution with acoustic variables.

significant (Table 2-4).  There were low correlations with measures of rhythmicity and

continuity such as the number of peaks and the pause-corrected RMS/long-term RMS 

(which reflects the amount of silence, described in Chapter 5), as well as some of

autocorrelation statistics (which would reflect periodicity - see Chapter 5 for a fuller

discussion), most notably the maximum value of the peaks.  There were also significant

correlations with measures indicating the presence of high frequency energy - the mean

and skew of the long-term spectra, the presence of energy in a number of high frequency 

bands and  the median pitch from the correlogram.  When all the variables are combined

in a multiple regression equation, four are retained using forward stepwise regression:

spectral mean, maximum autocorrelation peak,  pause-corrected RMS/long-term RMS,

and number of peaks.  With these four variables, R= 0.69, accounting for 48% of the

variance.

In general, the similarity data indicate that the underlying psychological space for
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 environmental sounds is much the same whether one is hearing sounds or thinking about

those same sounds.  This space seems to have some basis in the acoustic properties of the

sounds, although it is likely complicated by other, perhaps semantic, factors.  Certainly

the underlying dimensions are not nearly as clear cut as for laboratory-generated complex

sounds (Howard & Silverman, 1976) or for narrowly defined sets of environmental

sounds (Howard, 1977;  Cermak & Cornillon,1976).

 IV. Identification under Low- and Highpass Filtering

The modest success of the detection and identification in broadband noise studies

led to another way of thinking about how humans listen to environmental sounds.  It may

be that listeners focus their auditory attention in specific regions of the spectrum, as a

way of isolating the information that is important for identification. This was reinforced

by the finding in the similarity studies that the presence of high-frequency information

was a significant factor in the ordering of the similarity space.  The identification of

environmental sounds under conditions of high- and lowpass filtering was investigated,

to determine broad information-bearing frequency regions.  This thread of research with

environmental sounds parallels the early speech research, e.g., French and Steinberg

(1947).

Method of Constant Stimuli

Seventy environmental sounds (50  from the identification studies, 20 new

sounds, one example of each sound - the list is in Table 3-1)  were presented (after

training) in the quiet to four listeners under various filter conditions. Chebyshev Type I

filters were used, with highpass fc of 300, 600, 1200, 2400, 4800 & 8000 Hz.  Lowpass  fc
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Figure 2-4.  Performance by listeners under low- and highpass filtering

used were 300, 600, 1200, 2400 & 4800 Hz.  The listeners were asked to select the sound

from the list in Table 3-1.  The 770 stimuli (70 sounds x 11 filters) were presented in the

method of constant stimuli.

After several days of testing listeners became extremely good at identifying the

sounds even when the sounds were severely high- or lowpass filtered, often achieving

near perfect scores in all filter conditions (see Figure 2-4).   In, general, listeners

performed much better in the high-pass filter condition, with mean performance across

subjects never going below 70% correct even in the most severe HP filter condition

(8000 Hz HP).  This indicates that in general the high frequency region conveys more

information and listeners tend to focus their auditory attention on that region.

One measure speech scientists have used to characterize the importance of



Page 95 Factors in the Identification of Environmental Sounds

Fc (Hz)

P(
c)

1

1
1

1

1

3

3
3

910
10

10

10

10

33

33
33

49

49

49

51

51

52 52 52

52

66

66

66

66

66

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

1.1

300 600 1200 2400 4800 8000

1

51

70

66

3

51

49
49 49

33

33

2

3

3

52
52

42 42 42

42
42

10

1 THUNDER                   
3 WAVES               
10 BUBBLES             
33 HAMMER              
42 RAIN                
49 COUGH               
51 BOWLING             
52 SIREN               
66 AXE                 

51

51
33

Figure 2-5.  Identifiability across sounds under high pass filtering.

various frequency regions for speech perception is the crossover point, a single frequency

which divides the speech spectrum into equally intelligible halves.  Various values have

been found for the crossover point, from 1900 Hz for nonsense syllables (French &

Steinberg, 1947) to 1189 Hz for continuous discourse (Studebaker, et al. 1987).  In

general, according to Bell, et al. (1992), the crossover point tends to decrease as the 

redundancy of the speech material increases.  When defined as the isoperformance point

the crossover frequency for low- and highpass environmental sounds is 1200 Hz, which

is in the lower end of the range for speech sounds.  However, since the highpass function

has more area below it (due to the much shallower slope than the lowpass function) the

frequency dividing the spectrum into equally intelligible halves would likely be higher
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Figure 2-6.  Identifiability across sounds under lowpass filtering.

than 1200 Hz.  This issue will be discussed further in connection with importance

functions in Chapter 6.

Despite the overall tendency for highpass filtered sounds to be better recognized

than lowpass, there was a range of identifiability across sounds in both conditions. 

Figures 2-5 and 2-6 show the performance functions for both filter types.  Particular

sounds are highlighted to show the range of identifiability.  For instance, under high pass

filtering, sounds such as Thunder and Waves are very difficult to identify even at the

more moderate highpass filters, such as Fc = 600 and 1200 Hz, even though most of the

other sounds are easily recognized.  Similarly, under lowpass filtering there are sounds

such as Glass Breaking for which the salient information is almost totally removed by



Page 97 Factors in the Identification of Environmental Sounds

moderate filtering.  And in both conditions there are sounds that retain their

identifiability under the full range of filter conditions.

The overall greater importance of high frequency information in identification 

may be one reason why the presence of high frequency information was a significant

predictor of the similarity rankings.  Even though there generally is more energy in the

lower frequencies of environmental sounds, as discussed in Chapter 1, the high

frequencies are more salient and more audible at low levels, in part due to the sensitivity

of the ear.  However, high- and lowpass filtering only give clues to specific regions that

are necessary for identification.  Much more specific knowledge about the importance of

frequency is desired.  In the next chapter an experiment designed to address that issue,

using bandpass filters, is described.
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Chapter 3

IDENTIFICATION OF BANDPASS FILTERED ENVIRONMENTAL

SOUNDS: Methods and Results

The high- and lowpass filter studies described in the previous chapter have given

a rough indication of where in the frequency spectrum the important information is for

identifying these environmental sounds.  As would be predicted from their spectral

makeup, the important areas differ across the sounds; for some, like Thunder and Waves,

the low-frequency regions are salient, whereas for Glass Breaking and Bowling the high-

frequency information is necessary for identification.   It is also likely that specific

frequency bands within the low- or highpass regions are informative for certain sounds. 

The next step was, therefore,  to examine the identification of bandpass filtered

environmental sounds.  This thread of research with environmental sounds also parallels

the early speech research (e.g., French and Steinberg, 1947) as did the high- and lowpass

filter studies.

I. Methods

Stimuli: The stimuli were seventy environmental sounds, listed in Table 3-1 (these same

sounds were used in the low- and high-pass filter studies, and twenty-five of them had

been used in the broadband noise experiments).  They were taken from high-quality

sound effects CDs (Hollywood Leading Edge and Sound FX The General) and sampled

at 44.1 kHz.  The sounds were selected on the basis of familiarity, recognizability in the

quiet, and pairwise discriminability.  An additional criterion was to select a fairly 



Page 99 Factors in the Identification of Environmental Sounds

Table 3-1
List of Sounds and Key Codes Used in the Filtered Sound Identification Study
Sound Code Sound Code
Airplane flying AIR Harp being strummed HAR
Baby crying BAB Helicopter flying HCP
Basketball bouncing BBA Horse neighing HRN
Beer can opening BER Horse running HRR
Bells chiming BLS Ice dropping into glass ICE
Billiard balls colliding BIL Laughing LAF
Bird calling BRD Match being lit MAT
Bowling BOW Paper being crumpled PAP
Bubbling BUB Phone ringing PHN
Buzzer sounding BZZ Ping-pong ball bouncing PNG
Camera shutter clicking CAM Printing paper PRN
Car accelerating CRA Projector running PRJ
Car starting CRS Rain RAI
Cars crashing CRC Rocking chair RCK
Cars honking CRH Rooster crowing ROO
Cash register closing REG Scissors cutting paper SCI
Cat meowing CAT Screen door closing SCR
Chimp calling CHP Sheep baaing SHP
Chopping wood AXE Shoveling SHV
Clapping CLP Siren blaring SIR
Clock ticking CLK Sneezing SNZ
Coughing COF Splash SPL
Cow mooing COW Stapling STA
Cymbals being hit CYM Tennis ball being hit TEN
Dog barking DOG Thunder rolling THU
Door opening & closing DOR Toilet flushing TOI
Drumming DRM Train moving TRN
Electric guitar being GTR Tree falling TRE
Electric saw cutting ESW Typing on keyboard TYK
Flute playing FLU Typing on typewriter TYT
Footsteps FST Water pouring POU
Gargling GRG Waves crashing WAV
Glass breaking GLS Whistle blowing WHI
Gun shot GUN Windshield wipers WWP
Hammering a nail HAM Zipper ZIP
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Figure 3-1. Spectrogram of Tree Falling.  The arrow denotes the start of the sound of
branches hitting the ground

representative sampling of the types of meaningful sounds encountered in everyday 

listening: non-verbal human sounds, animal vocalizations, machine sounds, the sounds of

various weather conditions, and sounds generated by human activities.  The sounds were

equated for overall RMS, corrected for pauses of greater than 50 ms (details of obtaining

the RMS for these sounds are discussed in Appendix C) and stored as binary files on a

computer.  These sounds include ones that had been used in both the identification in

broadband noise studies and the similarity studies.

The mean duration of the sounds was 2.3 seconds, with the shortest sound being

Beer Can Opening (465 ms) and the longest Ping Pong Ball Bouncing, 3945 ms.  While

these may seem somewhat long, the true duration of a given environmental sound is

highly debatable and depends to some extent on the definition of the event that generated
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the sound.  Tree Falling was found in pilot studies to be almost unrecognizable without

the slight ‘whoosh’ of branches hitting the ground at the end, which, it could be argued,

is  not a part of the tree falling event at all (see Figure 3-1).  The inclusion of the

branches sound made Tree Falling one of the longer stimuli used, at 3.6 s.  Similarly,

Bowling included the sound of the ball rolling down the lane as well as the sound of the

pins being struck.  Some repetitive sounds, such as Gallop and Hammer, need at least two

and perhaps several repetitions to establish their identity.  A form of the ‘ecological

validity’ argument was used to determine the proper length of a sound.  One rarely hears

a single hammer strike, or a single horse’s hoof hitting the ground, or a tree falling

without the branches being crushed against the ground.

Filters:  The sounds were filtered with Chebyshev Type I filters to achieve six different

passbands, listed in Table 3-2.  Chebyshev I filters were used because of their efficiency,

the ability to closely match to the desired frequency specifications, and phase linearity. 

The filter coefficients were generated by Matlab’s signal processing module (sptool). 

The stored sound files were filtered using Matlab commands.  The filtered stimuli were

stored as binary files.

Listeners: Eight listeners between the ages of 18-30, with normal hearing as measured by

Table 3-2. Bandpass Filter Specifications
Chebyshev Type I filters, 48 dB/octave, 60 dB down in passband

Fc Low (Hz) Fc High (Hz) Mid point (Hz) Order
BP1 150 300 212.13 3
BP2 300 600 424.26 3
BP3 600 1200 848.53 3
BP4 1200 2400 1697.06 3
BP5 2400 4800 3394.11 3
BP6 4800 9600 6788.23 3
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pure tone audiograms (thresholds<15 dB HL).  There were six women and two men. 

With one  exception, they were all undergraduates at Indiana University.  They were

recruited through advertisements in the Indiana University student newspaper.  They did

not participate in any of the studies mentioned previously, and they were  paid $6.00/hour

for their participation.  Listeners came in each day for 1-1/2 hour sessions.

Procedure: The listeners were seated in two listening booths, facing VT100 terminals and 

keyboards.  The stimuli were played over Sennheiser HD 250 Linear headphones.  The

headphones’ frequency response varies by no more than 3 dB from 10-25000 Hz.  The

stimuli were generated from the stored raw files by TDT 16-bit D/A converters and

amplified by a Crown headphone amplifier.  The presentation level was set so that the

unfiltered, equated stimuli were presented at 86 dB SPL at the headphones.  The SPL was

calculated by measuring the SPL of a 1000 Hz sine wave with the same RMS as the

equated stimuli.

It should be noted that there was no attempt to equate the RMS of the filtered

stimuli.  A result was that in some cases, usually with the highest or lowest bandpass

filter, an extremely small amount of energy was output by the filter.  While this raised

some issues of audibility for particular stimuli, this approach was felt to be better for a

couple of reasons.  It would be more informative as well as ecologically valid to see what

information listeners actually use, rather than what they would use if the stimuli were

played at an artificially loud level.  In addition, Warren & Bashford (1999) showed that

when sharply filtered bandpass sentences were amplified to equate the RMS, energy 

from outside the passbands was also amplified, and listeners were able to make use of

 that information.
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The listeners were given a sheet listing the sounds to be presented and three-letter

codes with which to respond (shown in Table 3-1).  The labels for the sounds were

intended to give a sense of the source objects and the events involved.  The response

codes were selected to be as distinctive as possible; with a few exceptions, no two codes

were a minimal pair (one exception was TYT and TYK for Typing on a typewriter and

Typing on a keyboard).  

Listeners were instructed that they were to identify the sound they heard by

typing in the appropriate code on the keyboard.  On all trials, if the listener did not

respond within seven seconds, a prompt would flash onscreen, encouraging them to

respond.  If the listener responded with a code that was not valid, the terminal would

prompt them to reenter the code.  For all stages except the testing stage, feedback was

provided for the listeners as to whether their selection was correct. Once a stimulus was

presented, the program waited for all listeners to respond before proceeding to the next

trial.  So that the slower responders did not cause all listeners to wait too long, they were

periodically reminded throughout the study to respond promptly.  The presentation of

stimuli and collection of responses was controlled by a PC.

The experiment proceeded sequentially in four phases:

• Pre-training: At the start of the trial, listeners were told their ability to identify

various common environmental sounds was going to be tested, and they were to 

respond using key codes.  Each listener then was given a minute to look over the

sheet containing the list of sounds to be used and the codes with which to

respond.  Then five practice trials were given in which listeners were played an

unfiltered sound and they were to identify it.  These practice sounds were
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alternative examples of ones that were used in later testing (e.g., a different Cat

sound). 

• Familiarization: The set of seventy unfiltered sounds was next presented in the

order that they appeared on the response sheet and the listeners identified each. 

The listeners were instructed that in this phase they were to learn the sounds and

the associated codes.

 • Training: The unfiltered sounds were presented in random order.  The complete

list was presented a sufficient number of times for listeners to reach near-perfect

accuracy.  This required four iterations of the whole list, about 1.5 hours of

testing time.  Listeners were given a one-minute break after every block of 35

trials, which averaged about eight minutes to complete.  They were also given a

five minute break after every four blocks.

• Testing: The listeners were told that they were going to be tested on filtered

sounds, and were played examples of high- and low-bandpass filtering on a sound 

that was not used in the testing. The filtered stimuli were then presented using the

method of constant stimuli, i.e., all the filtered sounds were presented in random

order, and the listeners identified them using the codes.  Over nine days of testing,

the complete list of 420 stimuli (70 sounds x 6 filter types) was presented five

times.  Breaks were given as in the training section.

II. Result and Analysis

Figure 3-2 shows the probability of correct responses  for each listener in each
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Figure 3-2.    Listener performance by filter type

 filter condition collapsed across sounds.

The eight subjects all performed quite similarly, although there are noticeable and

consistent individual differences - Listener 5 was at least ten percentage points below

Listener 3 at every filter setting.  (The topic of individual differences, although worthy of

study, is not pursued in this dissertation.  The findings would be inconclusive due to the

small N.)  The most difficult filter settings were the two lowest, BP1 and BP2 (31% and

51% correct, respectively), whereas  mean performance in the four highest bandpass

settings was between 70%-80%.  Post-hoc tests showed that each filter setting was

significantly different from every other filter setting, except for BP4 and BP5, and BP3 

and BP6.  If it is assumed the overall function is symmetrical, that implies that to get to a
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1The d’ were calculated by converting the p(c) and response bias into z-scores, a method suggested by
Charles Watson.

BP 2 BP 3 BP 4 BP 5 BP 6
BP 1 0.570* 0.179 -0.020 -0.137 -0.178
BP 2 0.616* 0.337 0.150 0.049
BP 3 0.662* 0.475 0.384
BP 4 0.860* 0.685*
BP 5 0.848* * significant, p<.01

Table 3-3. Correlations of p(c) for all sounds across filters

 level of performance comparable to BP1 with a high-bandpass filter, it would span the

frequency region 19.2 - 38.4 kHz.  Since this is above the range of human hearing, it is

quite unlikely that the function is not symmetrical and that there is actually more

information in the higher frequency regions.  Some implications of this will be discussed

in the next chapter.

The 70 sounds did not, however, all follow this basic pattern.  There were some

sounds which were much better recognized with the lower bandpass filter settings (e.g.,

Bubbles), some that were recognized well only at one specific filter setting (Bowling)

and several that were identified perfectly across almost the whole range of filter settings. 

Table 3-3 shows the correlations of performance on sound across the filter types.  In

general, only performance on neighboring filters was significantly correlated.

Although most sounds had some filter which rendered them unrecognizable, in

general the sounds were still quite discriminable.  Table 3-4 shows the d’ for the sounds,

ordered from lowest to highest, collapsed across filter settings1.  The smallest d’, for

Thunder, was still greater than one, and the majority were greater than 2.5.  It appears

 that the discriminability of most of these sounds is quite robust to the effects of filtering.
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Sound d’ Sound d’ Sound d’
THUNDER 1.201 CAR ACCELERATING 2.885 CAT 3.461
CAR CRASH 1.485 MATCH 2.894 HELICOPTER 3.488
BOWLING 1.829 TYPEWRITER 2.912 GARGLE 3.525
SPLASH 1.877 BIRD 2.936 CHIMP 3.559
TREE FALLING 1.936 BABY 2.971 ROCKING CHAIR 3.638
WAVES 1.977 PROJECTOR 3.047 WHISTLE 3.699
TOILET 1.980 BUZZER 3.049 COW 3.714
DOOR 2.038 KEYBOARD 3.060 SCREEN DOOR 3.766
PAPER CRUMPLING 2.135 ICE DROP 3.135 FLUTE 3.818
RAIN 2.295 HAMMER 3.175 ROOSTER 3.832
GLASS BREAKING 2.406 COUGH 3.197 NEIGH 3.861
CLAP 2.420 FOOTSTEPS 3.212 PHONE 3.867
BEER 2.430 SCISSOR 3.256 SNEEZE 3.872
TRAIN 2.518 AIRPLANE 3.264 DRUMS 3.879
ZIPPER 2.528 CAR START 3.274 SIREN 3.984
BILLIARDS 2.543 CAMERA 3.285 CLOCK 4.080
TENNIS 2.566 BUBBLES 3.305 BASKETBALL 4.153
GUN 2.661 CYMBAL 3.305 BELLS 4.305
STAPLER 2.688 DOG 3.323 ELECTRIC GUITAR 4.345
SHOVEL 2.787 ELECTRIC SAW 3.341 CARS HONKING 4.490
POURING 2.804 PRINTER 3.419 PING PONG 4.540
AXE 2.848 CASH REGISTER 3.423 GALLOP 4.550
WIPERS 2.869 SHEEP 3.441 HARP 5.240

LAUGH 5.317
Table 3-4.  d’ for all sounds across filters.

One useful analysis is to group the sounds by similar identification ‘profiles’, that 

is, the mean performance for each sound across the different filters.  A k-means

clustering

algorithm was applied to the identification profiles. This algorithm seeks to minimize

variability within clusters and maximize variability between clusters.  An eight-cluster

solution was decided upon, which seemed to group most of the similar profiles into the

same clusters.    The solution is shown in Figure 3-3.  The largest number of sounds (20

out of the 70) fall in Cluster 5, which includes such acoustically disparate sounds as Baby

Crying, Cymbal, and Water Pouring.  These sounds all are identified quite poorly at the

lowest filter setting, but nearly perfectly in all the others.  Cluster 6 consisted of sounds 
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Figure 3-3. Eight clusters based upon the identification profiles of all 70 sounds
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such as Bubbles, which were identified much better with the lower bandpass filters. 

Cluster 7 is similar to Cluster 5, except the sounds are recognized poorly at both BP1 and

BP2,  rather than just BP1.  Similarly, the sounds in Cluster 4 show poor performance at

BP1, BP2 and BP3.  Cluster 8 contains sounds that are identified better (but not

perfectly) at the higher bandpass filters, with a linear improvement at each higher filter

setting.  The sounds in Cluster 3 are identified well at all the filter settings, the

significance of which is discussed below.  Cluster 1 consists of sounds that are not

identified at all at BP1 and BP2, and identified better, but not particularly well, at BP3

and higher.  Cluster 2 seems to be a ‘leftover’ cluster with high within-cluster variance.

Finding a basis for these clusterings is problematic.  One simple hypothesis is that

the identifiability of a sound in a filter setting is based on the amount of energy that

passed through the filter.  This obviously will work for the lower end of the energy

continuum (if there is no energy passing through a filter, that sound will not be

identifiable) but it is not clear that if a sound had the bulk of its energy in a particular

bandwidth, that it could be identified just on the basis of that bandwidth.  As Table 3-5

shows, the correlation between  RMS and p(c) is only significant for the two lowest 

bandpass filters (for which the majority of sounds had very low p(c)).

A related hypothesis is that the overall spectral shapes of the sounds which

clustered together  might be similar.  A k-means clustering algorithm was applied to

the128-point FFT spectra of the sounds and eight clusters were extracted, which are

shown in Figure 3-4.  However, these clusters bore only little resemblance to the
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identification profile clusters.  Nearly one-third of the spectra fall into Cluster 1, and

there

Table 3-5.  r for P(C) in a filter band vs the RMS in the band across all sounds

BP1  0.324, p<.01 BP3 -0.035 BP5 0.204

BP2 0.380, p<.01    BP4    0.139 BP6 0.175

are several clusters with just one or two spectra in them.  This implies that an eight-

cluster solution is probably not the best one for grouping the spectra.  Two of the sounds,

Cat and Bird, whose identification profiles clustered in the largest grouping, are pulled

out into their own clusters on the basis of their spectra (Cat shares a cluster with one

other sound, Whistle).  So it appears the basis for identification across the filter types is

not the overall spectral shape.

Since some simple acoustic properties do not seem to account well for the 

identification results, perhaps they could be explained better by a more ‘event-based’

theory, in which sounds generated by similar events tend to have similar identification

profiles.  Looking at the  largest identification cluster, Cluster 4, the sounds could be

grouped in five classes, according to the event type:

Vocal Tract Signaling Mechanical Water-based Friction-Based?
BABY SIREN CAR STARTING POURING ROCKING
DOG HONKING HELICOPTER GARGLE SCREEN DOOR
CAT BELLS ELECTRIC SAW CLOCK
COW CYMBAL PRINTER
ROOSTER
COUGH
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However this description is incomplete, since it is not immediately obvious what

the groups have to do which each other, or why other sounds that could conceivably

belong to one of these groups (e.g., some of the other animal sounds or engine sounds) 
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AXE                 
BEER BOTTLE         
BELLS               
BILLIARDS           
CHIMP               
CLAPS               
CLOCK               
CRUMPLING           
CYMBAL              
DOOR                
ELECTRIC SAW        
FOOTSTEPS           
GLASS BREAKING      
HAMMER              
ICE DROP            
KEYBOARD            
MATCH               
PHONE               
PING PONG           
REGISTER            
CHAIR ROCKING       
SCREEN DOOR         
STAPLER             
TENNIS              
TOILET              
TREE FALL           
TYPEWRITER          

Cluster 1

CAT                 
WHISTLE             

Cluster 2

BUZZER              
CAMERA              
NEIGH               
ROOSTER             

Cluster 3

HELICOPTER          
DRUMS               
THUNDER             
WIPERS              

Cluster 4

AIRPLANE            
HARP                
TRAIN               
WAVES               

Cluster 5

BASKETBALL          
CAR STARTING        
COUGH               
COW                 
CAR CRASH           
ELECTRIC GUITAR     
GUN                 
CAR ACCEL.          
WATER POUR          
PROJECTOR           
RAIN                
SCISSOR             
SHEEP               
SHOVEL              
SIREN               
SPLASH              

Cluster 6

BABY CRYING         
BOWLING             
BUBBLES             
DOG                 
FLUTE               
GARGLE              
GALLOP              
LAUGH               
PRINTER             
SNEEZE              
CARS HONKING        
ZIPPER              

Cluster 7

Cluster 8

BI
R

D
 

Figure 3-4 . Eight clusters based on the 128-point FFT of the 70 sounds
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2However, since they are not independent, he dividing line between the two sources of information  is
largely a matter of definition.  The threshold for temporal resolution of the auditory system is ~5 ms (200
Hz); however frequencies as low as 50 Hz (τ=20 ms) can certainly be perceived.

are not in this cluster.  The event-based hypothesis for identification under these

circumstances is useful to the extent that sounds generated by similar physical events

tend to have similar spectra.  If we accept Gaver’s (1993a) and Warren and Verbrugge’s

(1984) reasoning, then similar physical events would have similar spectra only if the

materials involved in the event were the same.  If the interaction is the same, but the

materials are different, the envelope will be similar, but the spectrum will be quite

different, as was shown in Lakatos, McAdams and Causeé (1997), in which striking

wood or metal bars resulted in sounds with quite different spectra.

It may be that in many cases the temporal information is more important than the

spectral patterning for identifying these sounds.2  Certainly, there are several sounds with

strong periodicity (Drums, Gallop, Helicopter), and others with distinctive, non-periodic

temporal structure (Baby Crying, Laugh, Bowling).  One of the common features the

sounds in Cluster 3 share (which were identified well at all filter settings), is that none of

them are steady state (with the exception of Flute).  There is some salient temporal

feature in all of the rest of these sounds, and even Flute has a noticeable vibrato.  For

these and similar sounds, it may be that they could be identified at any filter setting in

which the temporal information is preserved.  The temporal smearing caused by filters is

more pronounced for narrower filters, which may have contributed to the poor

identifiability in general at the lowest bandpass filters, which were the narrowest.  In the
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next section the importance of the temporal patterning will be tested with environmental

sounds that have had most of the fine-grained frequency information removed.
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Figure 4-1.  The Vocoder.  From Dudley, 1940 

Chapter 4

IDENTIFICATION OF ENVIRONMENTAL SOUNDS USING

VOCODER PRINCIPLES.

I. The Vocoder

The vocoder, an electronic device for analyzing and synthesizing artificial speech,

was invented by Homer Dudley at Bell Labs (Dudley, 1940).  Dudley reasoned that the

basic information rate of speech is low and that if it was decomposed to basic

components, these could be transmitted over a  narrow bandwidth, and then reconstructed

at the receiving end.  The classic design, demonstrated in Figure 4-1,  is based on an

‘analysis-synthesis’ algorithm, in which the speech signal is presented to a bank of

parallel connected bandpass filters (lower left in Fig. 4-1), whose output levels are

converted into DC voltage levels proportional to the signal passing through each
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bandpass filter, which captures the formant structure.  At the same time, the excitation

analyzer (top left in Fig. 14) outputs a current that follows the pitch of the speech signal. 

The excitation analyzer controls a relaxation oscillator, which emits a ‘buzz’ at the same

pitch as the speech input.  Reconstruction occurs by using the encoded DC levels from

spectrum analyzers, mixed with the excitation block output, to gate each output bandpass

filter, which are then summed together to recreate a facsimile of the original speech

signal.

Originally the vocoder was used to compress speech for transmission over low-

bandwidth telephone lines.  A digital vocoder was first put into service in World War II

for a secure telephone link connecting Roosevelt, Churchill and major  military

commands around the world.  Over the years, additions and improvements were made

such as the introduction of linear predictive coding for pitch tracking, and the use of

dynamic rather than fixed frequency bands for spectral analysis (Dudley, 1958), but the

basic principles have remained relatively unchanged.

The vocoder (and the voder, the reconstruction device) turned out to be useful for

a number of other applications, the best known of which are in popular music.  The ‘talk

box’, a musical instrument vocoder, uses speech input to modulate another instrument’s

signal so that it "talks."  Tactile vocoders for deaf persons have been developed which

convert a speech signal into a vibrotactile signal so users can ‘feel’ speech (Engelman

and Rosov, 1975).  Eremenko & Ermakov (1985) developed a reading device for the

blind based on formant presentation of typographical units using vocoder methods.  With

the advent of cochlear implants, vocoder principles were used to compress speech to
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allow the transmission of speech information with only a few electrodes (Carrat, 1985;

Shannon et al., 1995).

Along with the various practical uses, it was realized as far back as Dudley (1940)

that vocoder techniques can also help uncover some basic principles of the auditory

system.  In recent years, several studies have been conducted by Shannon and colleagues

at the House Ear Institute investigating speech perception using vocoder-processed

speech.  Among the salient findings are:

• A relatively small number of channels (three-four) are needed for almost perfect

speech recognition if the envelopes of each channel are lowpass filtered at a

cutoff frequency of at least 50 Hz (Shannon, et al., 1995).

• When using four bands, the frequency alignment of the analysis bands and carrier

bands (analysis and carrier bands matching in frequency extent) is critical for

speech perception, while the exact frequency divisions and overlap in carrier

bands are not as critical (Shannon, et al., 1998).

• Spectral shifting, which frequently happens in cochlear implants, degrades speech

perception, but it is independent of frequency resolution (Fu & Shannon, 1998).  

No significant performance drop was recorded until the frequency was shifted

40%–60%.  There is also evidence that cochlear implant users may at least partly

accommodate to the frequency-shifted patterns of speech sounds after long-term

exposure.

The finding that a good deal of fine-grained spectral information can be removed

from speech and still retain the intelligibility implies that temporal cues are sufficient to
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Figure 4-2. 1 Channel Event Modulated Noise (EMN) created using the Bubbles sound
and broadband noise.

identify speech with a very coarse grain of spectral information.  Given the results in the

previous section, which suggested that the same may hold for environmental sounds, it

was decided to test this with a methodology similar to Shannon’s, using environmental

sounds processed with vocoder techniques.

There are different ways of implementing vocoder principles, and the one

primarily used by Shannon et al. (e.g., 1995, 1998) is a simplification of the original

design.  Called a noise-band vocoder, it uses multiple noise-band carriers to represent the

speech envelope signals from broad spectral bands without implementing the voicing

detector and pitch estimator. Figure 4-2 is a schematic showing how this is used with the
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Figure 4-3. 6-Channel EMN created using the Bubbles sounds and narrowband
noise.

envelope of an environmental sound to create an example of what will be termed here

Event-Modulated Noises (EMN).  In the simplest case, there is only one broadband filter

(or no filter at all) applied to the original sound, so there is little or no frequency

information remaining.  This is referred to as a 1-Channel EMN, and as Figure 4-2,

shows, the temporal envelope of the original waveform (Bubbles) is preserved, while the

spectrum is almost flat.

Frequency information can be reintroduced by first breaking the signal into

different frequency channels, processing them and then summing, as shown in Figure 4-

3, which is a six-channel EMN using the six bandpass filters from the previous study. 
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The resulting spectrum is much closer to that of the original sound (Bubbles again) but it

is still perceptibly ‘noisy.’

The primary goal of the following experiments was to determine the

identifiability of the set of environmental sounds used in the previous studies when all or

nearly all of the spectral information was removed, leaving only temporal clues were

available.  The first two experiments used 1-Channel EMNs.  Since the various studies by

Shannon and others showed how well listeners performed when some spectral

information was reintroduced, a third study was added which tested the identification of

6-Channel EMN.

II. Methods

Stimuli: The same seventy environmental sounds were used as in the previous

experiment.  1-Channel Event Modulated Noises were created by:

a) extracting the envelope by half rectifying the waveform and passing it through

a four-pole Butterworth LP (fc = 20 Hz) filter; and, 

b) multiplying the envelope by a broadband noise of the same bandwidth (0-22.5

kHz).

6-Channel Event Modulated Noises were created by:

a) extracting the envelope of all six bandpass filtered versions of each sound used

in the previous experiment, by the method mentioned above;

b) multiplying each envelope by a bandpass noise of the same bandwidth; and,

c) adding the resulting six waveforms back together.



Page 121 Factors in the Identification of Environmental Sounds

All manipulations were carried out in Matlab.  The EMN were then equated for RMS

minus silences of more than 50 ms, as done previously.

As a test of the uniformity of the spectra for the 1-Channel EMN, the spectra for

all were correlated with the spectrum of a broadband noise of the same length.  In only

one case was the correlation less than 0.9, and that was for Claps ( r = 0.84), which had a

large section of silence between the claps, producing ripples in the spectrum.

Listeners: Three different studies were carried out, each using different sets of eight

listeners between the ages of 18-30, all with normal hearing as measured by pure tone

audiograms (<15 dB HL).  Listeners were eighteen women and six men, all

undergraduates at Indiana University.  Two groups of listeners were recruited through

advertisements in the Indiana University student newspaper.  One group had participated

in the bandpass filter study.  All were  paid $6.00/hour for their participation.  Listeners

came in each day for 1-1/2 hour sessions.

Procedure: The setting and apparatus were the same as in the previous experiment.  The

presentation level was set so that the EMN  were presented at 80 dB SPL at the

headphones.  The SPL was again calculated by measuring the SPL of a 1000 Hz sine

wave with the same RMS as the equated stimuli.

Three EMN identification studies using different listeners were performed:

1. Presenting the set of 1-Channel EMN to experienced listeners.  The listeners were

those who took part in the bandpass filter studies.  This study was run immediately after

the bandpass filter trials, so the listeners were extremely familiar with the original

sounds.  They were told that in this study, the sounds would be altered in a manner



Page 122 Factors in the Identification of Environmental Sounds

similar to that of some electronic musical instruments, and were played two examples of

EMN with a sound  that was not used in the testing.  The 70 EMN were then presented as

in the testing section of the bandpass filter experiment. In one 1-1/2 hour session, the

complete list of 70 stimuli was presented five times.  Breaks were given as in the

previous experiment.

2. Presenting the set of 1-Channel EMN to naive listeners.  A new set of eight listeners

was recruited, none of whom had taken part in any of the previous studies.  They were

given instructions and pre-training as in the first phase of the bandpass filter experiment.  

Then they were told that in this study, the sounds would be altered in a manner similar to

that of some electronic musical instruments, and were played two examples of EMN with

a sound  that was not used in the testing.  The 70 EMN were then presented as in the

testing section of the previous experiment.  This experiment took place over two 1-1/2

hour sessions on subsequent days.  On the first day, the listeners did not have a

familiarization phase, so they had no knowledge of the original sounds before they

identified the EMN.  At the start of the second day, before further testing, they were

played the original 70 sounds and had to respond as in familiarization phase of the

bandpass filtering experiment.  Then they were tested again as on the first day.  On the

first day, the set of 70 EMN was presented four times; on the second day, five times.

3)  Presenting the set of 6-Channel EMN to naive listeners.  Eight new listeners were

used who had not taken part in any of the previous studies, and the stimuli were 6-

Channel EMN rather than 1-Channel; otherwise the procedure was the same as in the 1-
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Figure 4-4.  Performance by day of naive listeners on 1-Channel EMN

Channel study with naive listeners.  As before, on the first day, the set of 70 EMN was

presented four times; one the second day, five times.

III. Results:  

Table 4-1 shows the p(c) for each group of listeners on each day.  There was a 

Experienced Naive Naive
1-Channel 1-Channel 6-Channel

Day 1 0.46 0.13 0.36
Day 2 0.23 0.66
Table 4-1.  p(c) by day for each listener group.

substantial improvement for both groups of naive listeners after they had been exposed to

the original waveforms, even though they heard each only once.

This improvement was almost uniform across all the sounds.  Figure 4-4 shows
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Figure 4-5.  Performance by day of naive listeners on 6-Channel EMN.

the scatterplot of Day 1 results vs Day 2 results for the 1-Channel condition, and Figure

4-5 shows the same plot in the 6-Channel condition.  (NOTE: In these and all subsequent

figures plotting the sounds, some sound labels have been omitted for clarity.)  In both

 cases the correlations were well above significance, r = 0.73 and r = 0.83 respectively. 

For both groups the sounds that improved the most from Day 1 to Day 2, which are the

furthest from the diagonal, were inharmonic sounds with a strong temporal patterning,

such as Clap, Axe and Basketball, although Helicopter was identified nearly perfectly

from Day 1.  The issue of what factors in a temporal pattern allow such easy

identification will be discussed in Chapter 5.
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Figure 4-6.   Mean performance across days by EMN type.

Comparing the results averaged across days between the 1-Channel and 6-

Channel EMN conditions, shown in Figure 4-6, the sounds that were perceived much

better in the 6-Channel condition were harmonic sounds, such as Bubble, Bird and Dog. 

There were some sounds that were not affected by experience or presence of spectral

information: Helicopter and Gallop were among the most easily recognized sounds in

each condition (Helicopter was identified correctly at least 90% of the time), whereas 

Electric Saw and Flute never achieved p(c) of greater than 18% by any of the groups. 

Because the Day 1 1-Channel EMN performance for the naive group was so poor,  all

further discussion of the EMN results will refer to the Day 2 findings for both groups of

naive listeners.  There was a substantial effect of continued exposure to the sounds. 
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Figure 4-7.  Performance of experienced versus naive listeners (1-channel EMN).

Experienced listeners, who were trained to criterion on the original sounds, identified the

1-Channel EMN significantly better than the naive listeners who had only heard them

once (t(138) = 5.67, p <.00008).  The scatterplot of performance by the two listener types

is in Figure 4-7.  Once again, the sounds with a strong temporal patterning (Scissors,

Axe, Footsteps) tended to show the greatest differences in identifiability, but since most

of the sounds showed marked improvement, the pattern is not as striking. 

A comparison of  the EMN identification results with the bandpass filters results

for the experienced listeners (the only group which heard both types of sounds) shows

that the performance on the 1-Channel EMN was worse than on any BP filter except
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Figure 4-8.  d’ across sounds for Naive and Experienced listeners

BP1, the lowest bandpass filter setting.  Across events, the only significant correlation

was r = 0.25 between the events at BP1 and the 1-Channel EMN.  The weakness of the

correlation and the overall poor performance in both conditions implies that the main

similarity between the two was that they were both quite difficult.

The difficulty of identification in the 1-Channel EMN condition is illustrated by

the d’ for the sounds, plotted in Figure 4-8 for both Naive and Experienced listeners.  As 

would be expected, the mean for the Experienced listeners was much higher.  For both

groups, there were several hard-to-discriminate sounds with an absolute d’ prime value

less than 1.0.  There were also sound with d’ much less than -1.0, such as Bird, Saw and

Phone; listeners could discriminate these sounds, but thought they sounded like
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something other than what they actually were.  In general, the d’ for EMN are much

lower than the d’ for the filtered sounds.  As with bandpass identification, the highest d’

for both sets of listeners were for the sounds with salient temporal structure, such as

Helicopter, Gallop and Ping Pong.  The correlation between the two sets of d’ was

modest, r = 0.59.  The relations between the EMN  discriminability and the identifiability

for the Experienced listeners was quite strong, r = 0.917; for the Naive listeners it was

less, r = 0.756 which is largely due to the several instances of negative d’.  When the

cases with negative d’ are removed from the calculations, the r for the Naive listeners

increases to 0.914.

Overall, the EMN identification studies showed that, as with speech, in the

absence of frequency information temporal information is sufficient to identify many

(with these stimuli, 50% or 35 out of 70) environmental sounds. The sounds which tend

to be identified best under these conditions are sounds with some temporal patterning,

and there is a strong effect of experience with the sounds, presumably because listeners

learn the temporal features important for identification.  In the next chapter some specific

temporal features which listeners may attend to are proposed and evaluated.
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Figure 5-1. Ping pong ball bouncing

Chapter 5

MODELING OF EMN IDENTIFICATION RESULTS

Listeners’ abilities to identify certain Event-Modulated Noises which contain

little or no spectral information suggests that those environmental sounds have some

salient temporal features that are independent of frequency, i.e., they are the same across

frequency bands.  In the preceding section, sounds which seemed to exhibit these features

were described as having ‘strong temporal patterning.’  This term is qualitative, highly

subjective and provides no information about what might be the basis for this temporal

patterning.  

There are easily identified EMN, such as Helicopter and Clock, which have a

strong, regular periodicity throughout the duration of the sound; however, other EMN

with comparable periodicities, such as Siren and Bells, were poorly identified, even by

the experienced listeners who had been hearing the sounds for two weeks.  Ping-pong,

which was easily recognized by both the experienced and naive listeners, exhibits more

of what Warren and Verbrugge termed a ‘quasi-periodicity’ - the frequency of the sound

bursts speeds up (shown in Figure 5-

1).  There are also well-recognized

sounds, such as Basketball, Axe and

Hammer, which have irregular

periodicities that can speed up or slow

down, depending on the mechanics of
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the event (e.g., a dribble can be fast or slow, a hammer stroke can take either a shorter or

longer time).

In an attempt to quantify this temporal patterning, several measurements of the

original waveforms were made.  These variables reflected different spectral-temporal

aspects of the sounds such as statistics of the envelope, autocorrelation statistics, and

moments of the long-term spectrum, among others.   How well these variables predicted

the EMN identification results was regarded as a measure of the importance listeners

placed on that acoustic feature in the absence of fine-grained spectral information.

I.  Envelope Statistics

Structure in the frequency domain for largely harmonic sounds can be

summarized by a measure of ‘pitchiness’.  However, there are no generally accepted

measures of temporal patterning, although several have been put forth in the literature.

Duration, perhaps the most obvious measure, was found by Ballas (1993) to correlate

significantly (r = 0.32) with identifiability, although the maximum length of the sounds

he used, 0.625 ms, was less than for all but the shortest sounds used in these studies.  The

number of peaks in the envelope was found by Kidd and Watson (1999) to have a

significant negative correlation (r = -0.254) with listeners’ judgments of object size. 

Ballas (1993) measured bursts in the envelope using a different algorithm involving rise

time and found that the ratio of burst duration to total duration correlated negatively with

accuracy (r = -0.36).

In the similarity studies described in Chapter 2, the 2nd dimension in the MDS

solution was found qualitatively to represent a progression from continuous to discrete
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sounds, and the ordering on that dimension correlated negatively, r = -0.26 with a

measure of the amount of silence in the sounds.  The measure used, the ratio of pause-

corrected RMS to long-term RMS (see Appendix C), increases with less silence in the

sound (for completely continuous sounds, it is 1.0), so the noncontinuous sounds tended

to have a higher silence/sound ratio.  The burst/total duration was also weakly but

significantly correlated, r = 0.22, with the ordering on the second dimension.

II. Autocorrelation Statistics

If a sound is periodic, the autocorrelation of the envelope should show significant

peaks at lags corresponding to the periodicity.  The number of peaks in the

autocorrelation would be related to the number of repetitions of the periodic sound, and

the height of the peaks would correspond to how regular the periodicity is.  Sounds with

irregular periodicities, or a quasi-periodic structure would tend to have greatly

diminished peaks.  In Chapter 2 it was shown that the number of autocorrelation peaks

was not correlated significantly with the 2nd dimension of the MDS solution for the

similarity ratings, but other statistics were correlated with that dimension, such as the

maximum height of the peaks (r = 0.36) and SD of the peak height (r = 0.28).

III. Cross Channel Correlation

Sounds with a strong temporal structure would also logically tend to have

amplitude peaks that are uniform across the spectrum.  As a result, for a particular sound

the various bandpass filtered versions would tend to correlate across time.  This is

demonstrated in Figure 5-2, which shows the envelopes of the six bandpass filtered

versions of Helicopter.   Examining the mean correlation across channels may reveal
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Figure 5-2.  Envelopes of the bandpass filtered versions of Helicopter

something of the temporal structure of a sound.  Because of the temporal smearing the

bandpass filters used for the experiment in Chapter 3 may not be ideal for this purpose,

particularly at the narrowest (lowest) filter settings.  So, for deriving this variable, high

order FIR filters were used which perfectly preserved the phase relations so there was

little or no temporal smearing, and the correlations were performed on the actual

waveforms, not the envelopes of the waveforms.

IV. Spectral Variables

In addition, some spectrally-based variables were used to account for the

identification results.  Several such measures significantly predicted the ordering on the

1st dimension of the MDS solution of the similarity judgments, such as moments of the

spectrum, spectral centroid velocity, and measures derived from the correlogram function
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such as pitch and pitch salience.  While it may seem unnecessary to include these

variables in the modeling (since there is little or no spectral information in the 1-Channel

EMN), it is useful to verify that purely spectral factors do not have any meaningful

relationship with listeners’ identification.  

Other spectrally-based measures, such as spectral centroid velocity, pitch and

pitch salience actually  have some temporal components: spectral centroid velocity was

calculated by measuring the spectral centroid in a 50-ms wide integrating window, and

the correlogram, as defined by Slaney (1994) is calculated from a short-term

autocorrelation of the waveform.

V. Spectral Similarity

Finally, one other feature that may aid in identification of EMN is how ‘noisy’ the

original sound was.  In pilot studies several broadband inharmonic sounds, such as Rain,

Match and Scissors did not sound significantly different from their EMN versions,

because their spectra are more uniform.  This would be expected to be more useful for the

Experienced listeners, who had good knowledge of the original sounds were like, and

consequently would hear the EMN as sounding more like the original.  The spectra of the

original sounds were correlated with the spectra of the corresponding 1-Channel EMN to

yield a measure of spectral similarity between the original sound and the EMN.

VI. Prediction

A. 1-Channel EMN for Experienced and Naive Listeners

All of these temporally- and spectrally-based measures (the complete list is in

Appendix C) were correlated with the p(c) for both the Experienced and Naive Listeners 



Page 134 Factors in the Identification of Environmental Sounds

Listeners Listeners
Measure Exp. Naive Measure Exp. Naive
Duration 0.032 0.059 Salience
Spectral Similarity 0.406 0.191 Mean -0.515 -0.413
Number of Peaks 0.277 0.323 Maximum -0.216 -0.137
Number of Bursts 0.438 0.316
Pause Corrected/LT RMS *-0.383 *-0.282 Centroid Velocity
Burst/Total Duration *0.460 *0.371 Mean 0.474 0.276
Cross-Channel Correlation *0.369 *0.385 SD *0.563 0.452

Maximum *0.501 0.262
Autocorrelation Peaks
Max. -0.267 -0.081 Spectral Moments
Number *0.350 *0.406 Mean 0.094 0.011
Mean -0.371 -0.131 SD *0.422 *0.175
SD -0.363 -0.131 Skew -0.221 -0.069

Kurtosis -0.267 -0.096
Pitch
Mean 0.064 0.073
SD 0.412 0.177
Maximum 0.371 0.257
Table 5-1.  Correlations of acoustic variables with 1-Channel EMN results.  Variables
marked with an asterisk were used in the multiple regression solutions.

for both the 1- and 6-Channel EMN results.  The results for the 1-Channel EMN data will

be discussed first,  because those listeners had only temporal information on which to

base identification.  The effects of limited spectral information in the 6-Channel

condition are discussed at the end of this chapter.

The results are shown Table 5-1.  Significant correlations (p < .01) are in

boldface.  What is most notable is that with a few exceptions, the correlations for the

Experienced listeners were higher than those for the Naive listeners.  This is somewhat to

be expected: because the Naive listeners recognized several EMN very poorly or not all,

there was less variance to explain.  Only one variable, number of peaks in the envelope

,predicted the Naive group performance better.   There were several measures that

 correlated significantly for the Experienced group, but not for the Naive listeners.
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Since so many variables correlated significantly with one or the other of the

groups’ performance, it is useful first to look at the ones which correlated with neither. 

Unlike Ballas’ (1993) findings, duration had no effect on identification performance. 

Ballas’ result may have come about because he edited the sound samples to use, at most,

a 625-ms segment of the sounds. This editing process may have eliminated some

information useful for identification, which would have the most deleterious effect on the

shortest sounds.  Of the autocorrelation statistics, only the maximum peak did not

correlate significantly with the results for either group. This is  different from the

findings in the similarity study, and the implications of this are discussed below.   As

expected, most of the long-term spectral statistics did not correlate significantly with

identification; one exception, spectral SD, predicted Experienced listeners’ performance

moderately well.  Several of the spectrally-based measures also did not correlate

significantly, i.e., mean pitch, mean spectral centroid velocity and maximum salience. 

That is not surprising; what is surprising is that several other measures did.  Possible

reasons for all these findings are discussed below.

Among the simpler temporal measures, number of bursts, pause-corrected

RMS/long-term RMS, burst duration/total duration and cross-channel correlation all

correlated significantly with both groups’ performance.  The first three represent features

which are readily apparent to the listener, describing gross structure of the envelope. 

Cross-channel correlation is not a feature that is available in a 1-Channel EMN; however,

it does seem to reflect some higher-order temporal structure of the original sound which

is preserved in the EMN.  Number of peaks, a simpler measure of amplitude ‘bumpiness’

than number of bursts, did not correlate significantly for the Experienced listeners;
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however, for the Naive listeners it had a slightly stronger correlation than number of

bursts.  The main difference between the two measures is that the number of peaks just

counts local maxima in the envelope whereas the number of bursts takes into account

features such as rise time, duration and interval between maxima.  The parameters were

those used by Ballas (1993) used: a rise of 4 dB in 20 ms or less is counted as a burst.  

The difference between the correlations may reflect the Experienced listener’s greater

familiarity with the sounds; they were able to utilize more detailed information than the

Naive listeners.

As predicted, spectral similarity was significant for the Experienced group but not

for the Naive group.  This suggests that the Experienced listeners were trying to find a

spectral ‘match’ as well as a temporal envelope match to the EMN; that is, on hearing an

EMN, they would try to remember a sound that had a similar temporal structure and a

‘noisy’ spectrum.  This also partially explains the significance of other spectrally-based

measures such as the SD of the spectrum, the SD of the pitch and the maximum of the

pitch for the Experienced group.  The SD of the spectrum represents how broadly

distributed it is, and certainly the sounds that are more similar to a broadband noise will

have wider spectra. Consequently, they will generally be better identified by Experienced

listeners.  The SD of the pitch probably reflects the spectral spread as well: if the pitch of

a sound is moving around in time, the sound is likely to have a broad long-term

bandwidth.  Those same sounds are also likely to have a higher maximum pitch than

more narrowband sounds.  As supporting evidence, the correlation between maximum

pitch and pitch SD was strong, r=0.70.  
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So perhaps for the Experienced listeners it is not true that the EMN contain only

temporal information; their great familiarity with sounds allows them to infer spectral

content.  This is perhaps why speech can be well recognized with severely limited

spectral information - it is being supplied by listener, based on what they know of speech.

Similar effects have been found with speech, most notably the ‘phonemic restoration’

effect (Warren, 1984).

 The maximum autocorrelation peak, which was a significant variable in the

similarity ratings, did not correlate with the identification results for either group.  This

may be due to the nature of the difference between the two tasks.   The maximum peak is

a very simple assessment of the periodicity of a sound, and so is likely more salient than

the other measures.   The similarity ratings were gathered from only two presentations of

each sound pair, so perhaps there was no chance for listeners to learn the other

autocorrelation statistics, and for the purposes of similarity judgment, there was no need

to.  When the opportunity exists to learn more detailed information about the periodicity,

as is the case with these listeners, the maximum peak may not be as useful.

 The number of autocorrelation peaks, which is also a coarse measure of temporal

regularity in the sound (although higher order than the maximum peak), was significant

for both groups.  This value only represents the number of times a similar sound is

repeated, and so it makes sense that even the Naive listeners could take advantage of this

information.  Based on the other results, it would be expected that Experienced listeners

could also detect subtler features of the periodicity, such as how closely the repeated

parts of the sounds matched, which would result in a higher mean peak and a lower SD

for the peaks.  However, both the mean peak and the SD were significantly negatively
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correlated with the Experienced listeners performance, suggesting that the less the

repeated sounds matched, the better identification was.  

This counterintuitive finding can be explained by looking at a scatterplot of the

mean autocorrelation peak versus the identifiability, shown in Figure 5-3.  The negative

correlation is caused by four extreme outliers (Phone, Cough, Harp and Flute) which all

had high mean peaks but extreme low identifiability.  The SD of the peaks had an almost

identical scatterplot; the correlation between the mean peak and the SD was r = 0.91.  So

perhaps the mean and SD of the autocorrelation peaks are not very useful values after all.

In the case of Ping Pong, which is highlighted on the scatterplot in Figure 5-3, the mean

peak is quite low.  This is because Ping Pong has a quasi-periodic temporal structure, and

the envelope decreases over time, so the autocorrelation would likely have very few large

peaks.  

Surprisingly, the best predictors overall were among the spectrally-based

measures.  The statistics of spectral centroid velocity, mean, maximum and SD, all

strongly predicted identification for both groups.  The SD was the best predictor of all, r

= 0.56 for Experienced listeners.  Since, as before,  the three values were highly

intercorrelated (r > 0.82 for both intercorrelations), the focus will be on the stronger

predictor, the SD, in an attempt to explain these findings.  

The spectral centroid velocity was calculated by measuring the spectral centroid
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 in sliding 50 ms windows across the length of the sound; the difference in the centroid

from one time slice to the next was taken as the short-term velocity of the centroid in the

frequency domain.  Abrupt changes in spectra are usually caused in the world by quick

interactions, in the sense that Gaver (1993) used the term.  An impact will set a material

to vibrating quickly; after the impact rapid changes in the centroid can also occur because

of the damping of the material.  One would expect abrupt changes in spectral centroid to

be concurrent with bursts in the envelope. The five sounds with the highest centroid SD

were Basketball, Typewriter, Projector, Water Pouring and Footsteps.  With the

exception of Water Pouring, all of these are rapid impacts (in the case of Projector, a

complex of several rapid impacts) and all had a large number of bursts, with the

exception of Projector, for which the bursts might have been below the 4-dB cutoff for
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being labeled a burst by the algorithm.  The correlation between number of bursts and SD

was fairly strong, r = 0.63, so it appears that spectral centroid velocity is also a measure

of maxima in the envelope.  In fact, given the strength of the statistics of spectral centroid

velocity as predictors of performance, it may be a better measure than number of peaks or

number of bursts.

The final measure that correlated significantly was also spectrally-based: mean

pitch salience, derived from the correlogram of the sound.  As defined by Slaney (1995),

salience reflects the pitch strength of a sound.  So it is not surprising that mean salience

should be negatively correlated with the identifiability of the EMN.  Since pitch is not

preserved in the EMN, the stronger the pitch of the sound, the less identifiable the sound

should be.  This is confirmed by examining the scatterplot of mean salience versus the

identifiability for Experienced listeners (Figure 5-4).  The sounds with a strong pitch

(Bells, Whistle, Cat, Siren) all have low identifiability.  The strength of salience as a

predictor lies in the fact that most of the sounds with high salience do not seem to have a

strong temporal patterning, at least not one that allows identifiability.  The converse is

roughly true; sounds that are easily identifiable as EMN tend to have low pitch strength -

some notable exceptions are Footsteps, Axe and Baby, which have a fairly high mean

salience and still were identified relatively well, due to their distinctive temporal

structure (all three sounds had above-average number of bursts, percentage of silence,

and number of autocorrelation peaks).

Obviously, a number of these measures are highly intercorrelated and hence not

good independent predictors.  A multiple regression solution for the Experienced

listeners using forward stepwise regression yielded seven variables that accounted for
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Figure 5-5.  Predicted vs observed values for Experienced listeners

63% of the variance ( r = 0.793) in the identification results: pause-corrected RMS/total

RMS, burst duration/total duration, cross-channel correlation, number of autocorrelation

peaks, spectrum SD, and surprisingly, both the maximum spectral centroid velocity and

the spectral centroid velocity SD.  These variables are marked with an asterisk in table 5-

1.  Using all these variables, there is only one significant outlier, Airplane, which was

identified much better than predicted by the model, as shown in Figure 5-5.

This solution is fairly sensible, because most of the variables can be said to

represent different aspect of the waveform: pause-corrected RMS/total RMS, the amount 

of silence; burst duration/total duration, the ‘roughness’ of the envelope; and, number of

autocorrelation peaks, the periodicity.   Spectral similarity was not an important

predictor; presumably the ‘noisy spectrum’ aspect of the sounds it was designed to
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capture is included in the spectral SD.  Cross-channel correlation, as mentioned earlier,

seemingly reflects some higher-order aspect of the temporal structure that is yet unclear. 

The spectral centroid velocity statistics were included, despite their intercorrelation,

because their strong partial correlations (amount of variance accounted for after all the

effects of other variables are partialed out) implies that they  reflect somewhat different

features of the waveform, at least for identification purposes.  Since they seem to be

related to amplitude bursts, it could be that the maximum is related to the largest burst,

and the SD to the relative size of the various bursts (perhaps indicating material

damping).  Interestingly, the mean salience, which by itself was one of the strongest

predictors, was not retained in the multiple regression solution, which is somewhat

logical given that for 1-channel EMN it is mostly notable for its absence.

  When all the variables were used to predict the Naive listeners’ results, five

variables independently accounted for 39% of the variance ( r = 0.622).  While this is

much less successful than for Experienced listeners, it should be remembered that since

the Naive listeners’ performance was not nearly as good, there is much less variance to

account for.  All five of the variables were among the seven identified for the

Experienced listeners: pause-corrected RMS/total RMS, burst duration/total duration,

cross-channel correlation, number of autocorrelation peaks and spectrum SD.  Neither the

maximum spectral centroid velocity nor the spectral centroid velocity SD were included

in the solution; perhaps they represent more fine-grained information than the Naive

listeners were able to make use of.  There are four outliers using these five variables:

Airplane, Helicopter, Ping Pong and Rain, all of which were much more easily identified

than predicted by the regression equation.  One possible reason, especially for Helicopter
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and Ping Pong, is some form of distinctive temporal patterning which is not captured in

the measures used; this mostly points out the limitations of those measures for

quantifying temporal structure.  Airplane as well had a long-term envelope (due to the

approach of the airplane) that would be difficult to quantify.  Rain was relatively steady

state, but there were drips of water that were even audible in the EMN which may have

been enough to enable identification.

Listeners Listeners
Measure Measure
Duration 0.016 Salience
Spectral Uniformity 0.060 Mean* -0.239
Number of Peaks 0.363 Maximum 0.033
Number of Bursts 0.484
Pause Corrected/LT RMS -0.230 Centroid Velocity
Burst/Total Duration* 0.443 Mean* 0.404
Cross-Channel Correlation* -0.133 SD 0.439

Maximum 0.439
Autocorrelation Peaks
Max.* -0.113 Spectral Moments
Number* 0.415 Mean* -0.095
Mean* -0.289 SD 0.031
SD* -0.312 Skew 0.059

Kurtosis -0.088
Pitch
Mean 0.091
SD 0.170
Maximum 0.186
Table 5-2. r of acoustic variables with 6-Channel EMN results (for Naive listeners).

B. 6-Channel EMN for Naive Listeners

When the same set of variables is used to predict the 6-channel EMN results, a

somewhat different pattern results, shown in Table 5-2.  Neither the pause-corrected

RMS/total RMS nor the cross-channel correlation were significantly correlated, as they
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were for both groups with 1-channel EMN.  None of the measures of pitch correlated

significantly, nor did the SD of the spectrum, unlike for the Experienced listeners with

the 1-channel EMN.  However, similar to the results for Experienced listeners, the

envelope measures, the statistics of the spectral centroid velocity, the mean pitch salience

and all the autocorrelation statistics except the maximum peak all correlated significantly. 

When the variables are used in multiple regression solution, nine independent

variables best predict the identification results, accounting for 50% of the variance (r =

0.705): burst duration/total duration, mean spectral centroid velocity, cross-channel

correlation, mean salience, spectrum mean (centroid), and all four of the autocorrelation

statistics.  Three of these variables were not significantly correlated with the results:

cross-channel correlation, spectrum mean, and the maximum autocorrelation peak.  What

is likely true is that the other variables account for a large percentage of the accounted-

for variance, but what is left over is explained well by the seemingly uncorrelated

measures.  When these nine variables are used to predict the results, there are two

outliers, Car Starting and Drums.  It is noteworthy that neither of these sounds were

outliers for either 1-channel EMN group, highlighting the different process involved in 6-

channel identification.

The effects of burst duration, pitch salience (or lack thereof), spectral centroid

velocity and the periodicity revealed by the autocorrelation seem to be consistent with the

1-channel case.  Pitch salience was a much weaker predictor by itself than for either 1-

channel EMN.  That it was retained in the multiple regression solution for this group of

sounds alone is revealing; since these sound  have a pitch, the strength of the pitch is a

feature to which listeners  attend.   The effects of the remaining two variables are less
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easy to account for; in fact, the cross-channel correlation and the spectrum mean had

negative beta weights,  which is the opposite of what was found for the 1-channel EMN.  

The fact that a lower cross-channel correlation generally yielded better

identification is consistent with some findings for narrowly-filtered speech (Healy &

Bacon, 2000).  In that study adjacent pairs of extremely narrowly filtered bands of 

With Spectral Mean Without Spectral Mean
as a Predictor as a Predictor

Obs. Pred. Pred. Spectral
Value Value Residual Value Residual Diff. Mean

SAW 0.290 0.388 -0.098 0.507 -0.217 0.118 3214.019
PHONE 0.230 0.292 -0.062 0.379 -0.149 0.087 2865.140
BEER 0.570 0.731 -0.161 0.817 -0.247 0.086 3155.735
GALLOP 0.970 0.821 0.149 0.747 0.223 0.075 1238.359
CHIMP 0.480 0.618 -0.138 0.686 -0.206 0.068 2686.213
Table 5-3.   Sounds with the best improvement using spectral mean as a predictor.

speech, which were unintelligible when presented alone, were combined, producing

much improved intelligibility in relation to the lack of correlation between the two bands. 

This is sensible, because if different bands are perfectly correlated, there is no additional

information when the two are presented together.  It is possible this ‘added information’

effect is working with the 6-channel EMN as well.  

The finding that a lower spectral mean helps identification seems contrary to the

greater importance of high frequency information that was found in the filtering studies. 

However, the non significant (close to zero) correlation between spectral mean and

overall identification suggests that in this multiple regression solution, the spectral mean

helps to account for the identifiability of a very few sounds.  Table 5-3 shows the five

sounds that had the best improvement in prediction when spectral mean as added as a

predictor variable.  Four of  the five sounds (in italics) had relatively high spectral
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centroids, and without spectral mean as a predictor, the predicted value was much better

than the observed.  With spectral mean as a predictor, the predicted values were lowered

to make them more equivalent to the observed value.  So the effect of spectral mean as a

predictor is accounted for by the relatively poor identifiability of a few high-spectral-

centroid sounds that would be expected to be much better identified.  These sounds may

have very narrow bands of salient high-frequency energy and this information not

retained by the rather broad high-frequency bands used to create the 6-channel EMN.  So,

rather than contradicting, this underscores the importance of high frequency energy in

identification; when it is not there and listeners are expecting it, the identification is

hampered.

It is probably too much to hope that any set of variables could completely predict

the various results, given the size and disparity of the stimulus set.   That it requires at

least five variables to even somewhat adequately represent what listeners perceive about

temporal structure suggests that there may be other, likely higher-order, used by listeners

which combine several of the ones used here.  Furthermore, when some limited spectral

information is added back in, listeners seem to focus their auditory attention on a

different set of features.  Still, the small number of outliers in all multiple regression

solutions and the variance accounted for suggests that these measures  reflect the acoustic

properties to which listeners attend.
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Chapter 6

Summary and Conclusions

I. Identifiability of Bandpass Filtered Environmental Sounds

In Chapter 3 it was shown that most of the necessary information for identifying

70 environmental sounds is in the middle and high frequency regions, from 600-4800 Hz,

although there are a few sounds that are recognized more reliably with lower frequency

information.  There did seem to be groups of sounds that had similar ‘identification

profiles’.  A clustering of sounds according to the frequency regions of greatest

identifiability produced eight clusters.  However, the basis for the relative identifiability

of sounds under the various bandpass filters settings did not seem to be the amount of

energy which passed through the filter nor the overall spectral shape.

II. Identifiability of Event-Modulated Noises (EMN)

In Chapter 4, the hypothesis that temporal features can be used to identify

environmental sounds in the absence of spectral information was tested.  1- Channel

Event-Modulated Noises (EMN) were created which retained the temporal envelopes of

the original environmental sounds, but had almost uniform spectra.  Identification of

these sounds was extremely difficult for naive listeners (22% correct), who had minimal

experience with the original sounds.  Listeners who had been trained on the original

sounds performed much better, at 46% correct; however there were sounds common to

both groups which were recognized either extremely well or extremely poorly.  

The sounds that were recognized well tended to be inharmonic with strong

temporal patterning (Helicopter, Clock,  Gallop) whereas the ‘pitchier’ as well as the
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more steady state sounds tended to be difficult to identify (Bird, Flute, Electric Saw). 

Since frequency information was largely eliminated, sounds for which pitch was the

salient feature were hard to identify as EMN, even if there was temporal structure (e.g.,

Bird).  Inharmonic steady state sounds such as Electric Saw had no temporal information

for listeners to use and so as EMN were almost totally unrecognizable.  Interestingly, the

d’ for the above-mentioned sounds were all less than -1.0, which means they were

discriminable from the other sounds, but not recognizable.

When some coarse-grained spectral information was added back in, using 6-

channel EMN, performance for naive listeners improved dramatically, to 54% correct. 

Harmonic sounds such as Bubble, Bird and Dog had the greatest improvement as

compared to the 1-channel results.  Sounds for which the spectral information was the

most salient factor (Flute, Harp, Saw) continued to be extremely difficult to identify. 

III.  Acoustic Factors in EMN Identification

Chapter 5 detailed some attempts to account for the 1-Channel EMN results. 

Various measures of temporal structure in the waveforms were correlated with the

identification results for both experienced and naive listeners.  A significant correlation

would imply that listeners would be using that temporal feature to identify sounds in the

absence of spectral information.  

Multiple regression solutions on the Experienced listeners’ results using forward

stepwise regression retained seven variables: adjusted RMS/total RMS, burst

duration/total duration, cross-channel correlation (a measure of the consistency of

amplitude changes across frequency regions), number of autocorrelation peaks, spectrum

SD, and both the maximum spectral velocity and the spectral velocity SD.   The first four
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variables can be said to represent different temporal aspects of the waveform such as the

amount of silence, the ‘roughness’ of the envelope, the periodicity and amplitude bursts. 

The spectrally-based variables (spectrum SD, and the spectral velocity statistics) may

reflect spectral attributes of the original sounds that are correctly inferred from the EMN

by listeners familiar with the original sounds.   Together they accounted for 63% of the

variance in the identification results.

Multiple regressions on the Naive listeners’ 1-channel EMN results accounted for

less variance, 39%, although there was a problem of restricted range since the Naive

listeners’ performance was overall not very good.  The solution yielded five variables, all

of which were included in the solution for Experienced listeners: adjusted RMS/total

RMS, burst duration/total duration, cross-channel correlation, number of autocorrelation

peaks and spectrum SD.  

The multiple regression solutions for the 6-channel EMN data with naive listeners

retained nine variables and accounted for half the variance.  Some of the retained

variables were the same as for the Experienced listeners 1-channel EMN: burst

duration/total duration, mean spectral centroid velocity, cross-channel correlation, and all

four of the autocorrelation statistics.  Variables which were different include the

spectrum mean (centroid) and the mean pitch salience.

The amount of variance accounted for and relatively few outliers in the various

multiple regression solutions suggest that in each case these variables  likely represent

acoustic features that listeners pay some attention to.  The different variables retained in

each solution point to the different features listeners were attending to in each condition. 

Most of the variables used are fairly low order variables, so it is possible there are higher-



Page 150 Factors in the Identification of Environmental Sounds

order variables incorporating the lower-order ones that would do a better job of capturing

temporal structure.  And temporal structure alone seems to permit identification of only

about half of all environmental sounds.

IV.  General Discussion

What these findings mean for environmental sound perception in general are best

shown by comparisons to speech.  As discussed earlier, bandpass-filtered speech has a

long history, perhaps most notably in the development of the Articulation Index (AI) first

formalized in French and Steinberg (1947).  The intelligibility of nonsense syllables at

various bandpass filter settings and Speech-to-Noise ratios were used to construct

frequency importance functions, which characterized the information-bearing content of

various spectral regions, and thus could be used to estimate the intelligibility of different

speech materials for persons with a known hearing impairment.  The AI continues to be

often used and has been modified over the years (Fletcher & Galt, 1950; Kryter 1962;

Humes et al. 1986).

To calculate importance functions for environmental sounds would require testing

at many more filter settings than were used here, and to test each filter setting at a variety

of Ev/N, as was done for speech in Steinberg (1929).  Despite this, some comparisons are

possible, using the known importance functions for speech.  The most common procedure

for calculating AI (ANSI S3.5-1997) currently uses 17 equal-importance filter bands

ranging from 300 Hz  to 6400 Hz, with varying bandwidths.  A lesser-known octave-

band method uses six bands of varying importance, with the most important band

centered on 2000 Hz, with high and low cutoffs of 1400 and 2800 Hz. This is a bit higher

than the frequency region which allowed greatest identifiability of environmental sounds,
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BP4, which ranges from 1200-2400 Hz, and has a center frequency of 1697 Hz. 

However, performance in the next highest bandpass filter, BP5, was nearly as good (in

fact the difference was statistically insignificant) so the frequency region from

2400–4800 is likely equivalent in importance. 

Even if the proper testing at different Ev/N were done, calculating importance

functions would be problematic because of the robustness of the perception of

environmental sounds to filtering.  As shown in French and Steinberg, the identifiability

of high- and lowpass filtered speech ranges from zero to perfect, with rather steep slopes. 

The p(c) at the crossover point of the two functions is 68%.   In these studies the set of 

environmental sounds used were never identified less than 50% correct at any low- or

highpass filter setting, and at the crossover point of the two functions the p(c) was 90%. 

Since the AI is designed to range from complete unintelligibility to complete

intelligibility, it would be necessary to find filter settings at which no identification at all

was possible.  The data in Chapter 2 suggested that, for highpass filters, that may require

filter settings that would be above the range of hearing.

This is somewhat to be expected; several factors contribute to the excellent

identifiability of the environmental sounds studied here, including the small stimulus set

size (relative to the complete set of possible sounds), the training of the listeners, and the

diversity of environmental sounds.  It was shown in Chapter 3 that some environmental

sounds were better recognized at the lower filter settings, some at higher.  So for any

given filter setting within the range of hearing it is possible that some sounds would be at

least somewhat identifiable.   This is in contrast to speech sounds, which have a more

restricted frequency range, as demonstrated by the 300-6400 Hz range for the importance
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bands.  More accurate methods for calculating AI use bands from 100 Hz to 9500 Hz, but

the importance of the additional frequency regions is extremely small.

In Chapter 2 it was noted that the crossover frequency for speech materials is

thought to decrease as the redundancy of the speech materials increases (Studebaker, et

al., 1987; Bell, et al., 1992).  Thus, nonsense syllables have the highest crossover point

(French & Steinberg, 1947), at 1900 Hz, and continuous speech the lowest:1189 Hz

(Studebaker, et al. 1987).  This may be because the redundancy  increases the

intelligibility of the high-frequency end of the speech signal, by, (to paraphrase Watson

& Foyle, 1984) reducing the effective size of the possible catalog of speech sounds which

may be present.  The high frequency region of the speech spectrum has less energy than

the low-frequency end, and typically would yield lower p(c) under low redundancy

listening (similar to what Watson and colleagues might term “high stimulus

uncertainty”).

The crossover point for environmental sounds, 1200 Hz, is approximately the

same as that for continuous discourse.  This might indicate that environmental sounds

have a high redundancy.  However, for speech materials redundancy is generally defined

as linguistic context, in which the possibilities for a given speech sound (phoneme,

morpheme, word) are highly constrained by the preceding or subsequent speech sounds. 

As mentioned in the Introduction, and demonstrated to some extent by Ballas (1991),

although meaningful sequences of environmental sounds  surely exist, the ‘grammar’ is

much less constraining than it is for speech, especially in experiments in which single
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Figure 6-1.  Summed long-term spectra of multiple environmental sounds and multiple
talkers.

environmental sounds selected at random are presented outside of any relevant context.

The greater recognizability of highpass filtered environmental sounds as

compared to speech is likely due to the fact that there is more meaningful high frequency

information than is produced by the vocal tract. Figure 6-1 plots the summed spectra of

the environmental sounds used in these studies versus the summed long-term spectra of

multiple talkers.  Above 3 kHz environmental sounds have roughly 10 dB more energy. 

This may be a result of the different types of events involved in creating environmental

sounds.  Almost all speech is created by the movement of air through cavities of various

sizes.  With very rare exceptions, impacts of solid bodies are not involved.  However,
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impacts make up a significant percentage of the events involved in environmental sounds,

and since impacts tend to create high-frequency transients (depending on the rigidity of

the bodies involved) it would be expected that environmental sounds would have more

high-frequency energy.

The greater importance of frequency information, however limited, for identifying

environmental sounds (as opposed to speech) is in contrast to the comparable importance

of temporal information for both classes of sounds.  Shannon et al. (1995) investigated

the perception of vocoder speech using a variety of channels from one to four.  With only

one channel, containing almost no spectral information, consonants and vowels were

recognized at approximately 40% correct.  This is roughly the same as the 46% correct

achieved with 1-Channel EMN, indicating that in both types of sounds there is enough

temporal information for moderate recognition.  (Shannon et al. also found that words in

sentences were recognized very poorly - nearly 0% correct.  This finding is somewhat

unusual, since words in sentences are generally recognized better than single words or

phonemes under most other difficult listening conditions.)

Using four-channel vocoder speech, Shannon et al. found that consonants, vowels

and words in sentences were all recognized at 90% correct or better.  The EMN used in

these studies were not tested using four channels, and only naive listeners were tested

with 6-channel EMN, so the asymptote of the function for EMN is not known.  Some

indications are given by the performance of the author, who has considerable experience

with these sounds, in identifying the 6-channel EMN.  Overall, he scored 79% correct.  A

plot of the performance for all sounds is included in Figure 6-2.  There were some sounds

such Phone, Saw and Harp that were nearly impossible to identify, because there was no
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Figure 6-2.  Performance of an experienced listener with 6-channel EMN.

distinctive temporal structure and the frequency information was too fine-grained to be

captured with six channels.  Because of the broad frequency range of environmental

sounds, more channels may be needed to achieve perfect performance.  (It should be

noted the author has a high-frequency hearing loss.)

Any conclusions about the importance of temporal information for recognizing

environmental sounds must be accompanied by the same caveats as conclusions about

frequency information.  The amount of temporal structure in environmental sounds

ranges widely, from sounds which are almost steady state to those that are highly

rhythmic and varying in considerably in amplitude.  A hypothetical listener with a 1-

channel cochlear implant could recognize some sounds  easily and be totally mystified by
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others.

As the filtered-sound and EMN studies have shown, the differences between

individual sounds make it difficult to draw generalizations about all environmental

sounds.  For speech the importance functions apply well to almost all types of speech

sounds.  Although there are differences between the various types of speech sounds,

increasing or decreasing the energy in the most important frequency bands has a

beneficial effect on speech comprehension in general.  Not so for environmental sounds:

the filtering studies indicate that boosting the high frequency end of the spectrum would

make a significant number of sounds (airplanes, waves) totally unrecognizable.  Even

within types of sounds there can be a great deal of variation, depending on the particular

token used.  The airplane sound used was from a smaller propellor-driven plane; the

sound of a large jet passing overhead would have  a different spectrum and therefore a

different identification profile.

It may make more sense to talk about subclasses of environmental sounds.  Some

possible bases for this classification are: 

• Acoustic features, such as the harmonic/inharmonic continuum which was the

major determinant of similarity; the frequency region which allows the best

identifiability; or, perhaps on the salience of temporal structure.

• The sources and events which produced the sound, as Gaver (1993) detailed.  So

researchers would differentiate between ‘impact’, ‘water-based’, ‘air-based’ and 

’simple’, ‘hybrid’ and ‘complex’ environmental sounds.
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• Higher order semantic features, such as causal ambiguity, ecological frequency or

importance to the listener.  Examples: “alerting sounds,” “rewarding sounds,”

“ignorable sounds.”

• Some as of yet unexplained scheme, such as the identification profile clusterings

in Chapter 3.

That a combination of acoustic variables predict about 60% of the variance in

identification certainly would make one tend to prefer that as a basic method for ordering

sounds.   This is consistent with what was found in the similarity studies described in

Chapter 2, and, as indicated by those studies, there is probably a great deal of covariance

between the acoustic features and source properties.   Given what is known about

cognition, it would not be surprising that multiple levels of processing operate

simultaneously, some more peripherally or ‘bottom-up’, and some more centrally or ‘top-

down.’  This is certainly true in the case of speech, where phonology, syntax and

semantics all contribute to perception.  The ability to successfully integrate these

processes may be the ability found in Kidd et al. (2000) that is common to listeners who

are good at perceiving both speech and environmental sounds.

The studies reported here have addressed one of the goals of the HCL’s long-term

research program in environmental sounds, which is to determine whether if

environmental sounds are more ‘speech-like’ than laboratory-generated sounds of similar

complexity.  The results show:

• The most important frequencies for identification of environmental sounds are in

the 1200-2400 Hz region, comparable to that found for speech.  However,
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environmental sounds  seem to have a greater amount of information in

frequencies above 2400 Hz than speech.

• Environmental sounds can be severely high- and lowpass filtered and still be

identifiable, even more so than speech.  At the most extreme high- and lowpass

filter settings, the p(c) was never less than 50%.

• As with speech, the ability to recognize environmental sounds is extremely robust

despite removal of spectral information.  When listeners’ decisions were based on

temporal and limited spectral information, half of the environmental sounds in

this sample set were still recognized by experienced listeners.  It may be true that

more fine-grained spectral information is necessary for near-perfect identification

of a wide range of environmental sounds than for near-perfect identification of

speech.  

• Like speech, environmental sounds have a multiplicity of acoustic cues available

to listeners, due to their complex spectral-temporal composition.  This

redundancy aids in the robustness to signal degradation.  

• A combination of central and peripheral factors are involved in the identification

of environmental sounds, which is also a hallmark of speech perception.

Although the issue of whether ‘speech is special’ has not been resolved, it does

seem that environmental sounds are much more ‘speech-like’ than complex laboratory-

generated sounds.  This may be largely due to the even greater complexity of

environmental sounds, which vary along multiple dimensions in both the time and

frequency domains.  However, the fact that environmental sounds have meaning for the

listener undoubtedly plays a part.  Future studies should continue to investigate the
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acoustic determinants of environmental sound perception, but should also consider the

interaction of the cognitive and sensory factors.
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Appendices

Appendix A

25 Environmental Sounds Used in the First Set of Detection & Identification

Studies

Baby crying Bird calling Bubbling
Clock ticking Helicopter flying Person coughing
Dog barking Door closing Drumming
Horse neighing Car accelerating Phone ringing
Sheep baaing Siren blaring Splash
Car starting Cat meowing
Cow mooing Hitting cymbals
Electric saw cutting Horse running
Water pouring Rooster crowing
Cars honking Whistle blowing

25 Additional Environmental Sounds Used in the Similarity Studies

Airplane flying Chopping wood Basketball bouncing
Hands clapping Footsteps Glass breaking
Ice dropping into glass Typing on keyboard Person laughing
Rain Scissors cutting paper Person sneezing
Train moving Typing on typewriter Waves crashing
Bells chiming Bowling
Gun shot Strumming harp
Lighting a match Ping-pong ball bouncing
Thunder rolling Toilet flushing
Windshield wipers Zipper
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Appendix B

ACOUSTIC VARIABLES MEASURED

Frequency-weighted Moments of Spectral Distribution
Mean (Centroid), SD, skew, kurtosis

Energy In Frequency Bands (3-Pole Butterworth filters)
BP fc= 100,126, 200, 252, 317, 400, 504, 635, 800, 1008, 
1270, 1660, 2016, 2540, 3200, 4032Hz

Amplitude Envelope
Number of Peaks
Long term RMS/Pause-Corrected RMS (Measures amount of silence)
Number of Bursts
Burst Duration/Total Duration

Centroid in 50 ms sliding Hanning window
Centroid Mean
Centroid SD
Mean Centroid Velocity
SD Centroid Velocity
Max Centroid Velocity

Autocorrelation 
Number of  Peaks
Maximum
Mean
SD

Correlogram-Based Pitch Measures (from Slaney, 1995)
Mean pitch
Median pitch
SD pitch
Max pitch
Mean pitch salience
Max pitch salience

Cross-Channel Correlation

Spectral Similarity
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Appendix C.

Obtaining SPL measurements for spectrally complex, time-varying sounds

such as the events used in this study is problematic.  Various measures have been

used in the speech literature for measuring speech level, such as ‘fast’ ‘slow’ and

‘impulse’ detector-indicator characteristics, and long-term RMS.  Ludvigsen

(1992), comparing these various measures of speech level, concluded that long-

term RMS integration was the preferred method, except when the signal consisted

of a series of words with pauses between them, in which case the long term RMS

with a correction for the known pauses, what he termed ‘pause corrected’ RMS

level was better in accurately reflecting the energy in the signal.

For the identification studies reported in this paper, the  RMS was

computed with gaps of silence longer than 50 ms omitted from the calculation. 

The 50 ms figure was arrived at partially through intuition, and partially through

comparing the results of omitting pauses of different lengths from selected

sounds, shown below:
Event 15 ms 25 ms 35 ms 50 ms 65 ms 100 ms Full Event
Door Opening 2176.21 2158.50 2129.79 2090.01 2090.01 2030.68 1637.10
Baby 1490.27 1483.97 1483.97 1483.97 1483.97 1483.97 1446.77
Horse Running 2769.68 2769.68 2769.68 2769.68 2769.68 2769.68 2705.82
Drums 4448.92 4448.92 4448.92 4448.92 4448.92 4448.92 4368.80
Electric Saw 2354.36 2354.36 2354.36 2354.36 2354.36 2354.36 2318.66
Clock 2883.74 2883.74 2818.60 2818.60 2818.60 2818.60 1344.05
Helicopter 3153.31 3153.31 3153.31 3153.31 3153.31 3153.31 3092.27
Cough 2223.79 2223.79 2223.79 2223.79 2223.79 2223.79 2115.63
Cow 1513.16 1513.16 1513.16 1513.16 1513.16 1513.16 1453.13
Cymbal 2698.41 2698.41 2698.41 2698.41 2698.41 2698.41 2617.35
Bird 2508.29 2508.29 2508.29 2508.29 2508.29 2508.29 2496.75
Bubbles 2600.22 2600.22 2600.22 2600.22 2600.22 2600.22 2543.52
Dog 2412.54 2340.24 2340.24 2286.93 2286.93 2286.93 2287.63
Car Starting 1656.27 1656.27 1656.27 1656.27 1656.27 1656.27 1638.92
Rooster 4161.07 4161.07 4161.07 4161.07 4161.07 4161.07 4057.90
Water Pouring 765.64 765.64 765.64 765.64 765.64 765.64 797.68

Avg. RMS 2643.66 2637.64 2633.88 2630.16 2628.85 2621.48 2481.25
S..D. 1134.26 1131.20 1131.20 1132.53 1133.91 1125.48 1109.65
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For most sounds, there was not a great change in the RMS as the length of

the pauses varied. In fact, for most sounds the pause-corrected RMS and the

straight RMS two methods were comparable, with only the RMS of periodic

sounds such as Clock event strongly affected. 


